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TU Delft believes in the importance of designing technology that respects shared values. Decades of research
have given us powerful AI technologies that can bring immense benefits. For the military, using AI is not just
about creating intelligent weapons, drones, and robots. AI is also an indispensable asset to logistics, information
gathering and operations, and an integral part of cybersecurity, surveillance, and system maintenance. AI
technology can help military services to respond more quickly to unexpected events, such as sudden conflicts,
disasters, and humanitarian relief interventions, and is a crucial ingredient to keep our armed forces competitive
and future-proof.

... but also ethical questions and risks...

At the same time, the use of AI poses ethical questions and risks. The autonomy, opacity, and scale of AI
systems are challenging, especially in the military domain where the impacts of actions can be large and the
margin for error is small. Therefore, it is crucial to ensure that AI technologies and AI-based systems are
designed and used in accordance with widely shared values, and that there are practical methods to discuss
these values among all relevant stakeholders. This should be combined with close cooperation between
academic institutes, societal stakeholders, industry and military organizations. Only by working together can we
ensure that future AI-based innovations will fit the needs of the military, and will operate in a responsible manner.

... creates a need for responsible innovation

Now is the time to ensure that AI technologies are designed and put into practice in a responsible manner. For
the TU Delft this means that current and future military AI applications must be reliable, responsive to human
inquiry and act according to well-represented values such as democracy and inclusivity. The TU Delft has a long-
standing tradition of work on all aspects of responsible innovation, and the TU Delft Digital Ethics Centre is a
leading research group on the topic. Their expertise is reflected specifically in the military domain in inter- and
transdisciplinary research labs developing the value of meaningful human control. These embody the
collaborations required across disciplines and with societal stakeholders to realize responsible innovation in the
field.

Join the conversation!
The TU Delft Digital Ethics Centre also brings this to the organization of the academic forum at REAIM and the
accompanying topical collection. Our panels focus on the methodology for incorporating values into the design
cycle, on specific values such as meaningful human control and on the governance and regulation of AI in the
military. A similarly broad and interdisciplinary range of contributions can be found in the topical collection, as is
sketched by our introduction later on in the booklet. With them, we aim to ensure a pro-active and inclusive
approach to the design and use of AI in the military. We invite you to join that conversation.

Great benefits and opportunities…

"We are proud to organise REAIM together with the Ministry
of Foreign Affairs. Our researchers are at the forefront of

scientific developments in AI, and we believe it is vital for the
responsible application of AI in the military domain to share
knowledge and experiences on opportunities and risks for AI

technology, design and ethics."

- Tim van der Hagen, Rector-Magnificus
Delft University of Technology
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2.1 Time schedule

15 February 2023

16 February 2023

10.30-11.15 Keynote Mary Ellen O’Connell University of Notre Dame

11.30-12.30 Meaningful Human Control beyond LAWS Delft University of Technology

13.30-14.30 Ethics and Beyond:
Challenges and Opportunities for Military AI

Technion

14.45-15.30 Keynote Wendell Wallach Yale University

11.00-12.00 Value-sensitive design – Designing for Values Delft University of Technology

13.45-14.45 Securing Their Swords: Do States have an Obligation to
Protect the Cybersecurity of their Autonomous Weapons?

University of Queensland

15.00-16.00 Responsible AI framework for military domain;
Development and critical assessment

Loughbourough University

16.15-16.45 Keynote Marietje Schaake Stanford University
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• Prof. dr. Jeroen van den Hoven
• Dr. Christine Boshuĳzen-van Burken
• Dr. Steven Umbrello
• Dr. Carolina Aguerre
• Prof. dr. Emma Ruttkamp

How do we ensure that technology is designed responsibly in the
military domain? The Design for Values approach calls for open and
inclusive deliberation with a broad range of societal stakeholders.
Resulting values and principles should then be pro-actively
embedded into emerging technologies. However, open debates can
be challenging given the nature of the military domain and it is still
difficult to operationalize resulting values and principles.

In this panel, Jeroen van den Hoven (TU Delft), one of the early
promoters of Responsible Innovation and Design for Values in
Europe, engages international experts from Africa, Australia,
Europe and Latin America in a conversation over these challenges
and opportunities of Design for Values in the defence domain.

The simplest answer is that a State which hĳacks or subverts an
autonomous weapon carries the same obligations under
international law and the laws of armed conflict as the use of
conventional weapons – predominantly those of necessity,
proportionality and distinction. However, such a simplistic analysis
suggests that the nature of a perfidious attack by a hĳacked
autonomous weapon would be prima facie attributable to the
interfering State. It further ignores the danger inherent in
unconstrained and unregulated use of a highly complex
technological weapon system against unprotected civilians, or in
the use of such a system outside recognised instances of armed
conflict.

This panel will explore whether States do carry an obligation to take
at least reasonable steps to protect the cybersecurity of the
autonomous and semi-autonomous weapons they develop and
deploy, the source of that obligation, and what that obligation might
look like in practice.

• Dr. Brendan Walker-Munro
• Dr Lauren Sanders
• Prof Anicee van Engeland
• Dr Adam Svendsen
• Joao Pedro Tabrao da Silva

Under international law and custom, countries have a variety of
duties which can invoke an “obligation to protect”. These duties
may oblige the taking of certain precautions during armed conflicts,
protecting the human rights of their citizens or those under their
jurisdiction, or taking especial care of those with special needs or
vulnerabilities. However, to what extent must States who develop
autonomous weapons protect those systems from hĳack and
subsequent misuse? Do States have an obligation to protect the
cybersecurity of their weapons, and / or to protect civilians from the
misuse of those weapons?

2.2 Session descriptions
Value-Sensitive Design – Design for values

Securing their swords: Do states have an obligation to protect the cybersecurity of
their autonomous weapons?
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Responsible AI framework for military domain;
Development and critical assessment

Keynote Marietje Schaake

Marietje Schaake is international policy director at Stanford University Cyber Policy Center and international
policy fellow at Stanford’s Institute for Human-Centered Artificial Intelligence.

Between 2009 and 2019, Marietje served as a Member of European Parliament for the Dutch liberal democratic
party where she focused on trade, foreign affairs, and technology policies. Marietje is and (Advisory) Board
Member with a number of non-profits including MERICS, ECFR, ORF and AccessNow. She writes a monthly
column for the Financial Times and a bi-weekly column for the Dutch NRC newspaper.

Keynote Mary Ellen O'Connell

Mary Ellen O'Connell is the Robert and Marion Short Professor of Law and Research Professor of International
Dispute Resolution—Kroc Institute for International Peace Studies, University of Notre Dame. Her work is in the
areas of international law on the use of force, international dispute resolution, and international legal theory. She
is the author or editor of numerous books, including, most recently, The Art of Law in the International
Community (Cambridge University Press, May 2019; paperback 2020) and Self-Defence Against Non-State
Actors (with Tams and Tladi, Cambridge University Press, July 2019).

Meaningful human control beyond LAWS

• Dr. Filippo Santoni de Sio
• Dr. Daniele Amoroso
• Dr. Andreas Theodorou
• Dr. Elke Schwarz
• Dr. Luciano Cavalcante Siebert
• Dr. Giulio Mecacci
• Dr. Tanya Krupiy

How do we design AI systems such that they remain under human
control and responsibility? The multidisciplinary panel explores this
question for a wide range of AI technologies and domains: defence,
transportation, healthcare, and recommender systems. It gives
more substance to the notion of “meaningful human control” and it
expands it beyond the political debates on autonomous weapon
systems.

Chaired by Filippo Santoni de Sio (TU Delft), one of the leading
scholars on the topic and co-editor of the forthcoming
multidisciplinary Handbook on Meaningful Human Control of
Artificial Intelligence (Edward Elgar 2023), the panel features
leading experts in engineering, philosophy, law, and investigates
how we can ensure that we retain responsibility and accountability
as well as the ability to preserve relevant human values, in the
design and use of AI, in the defence domain and beyond.

• Dr Haileleol Tibebu
• Prof. Mariarosaria Taddeo
• Prof. Peter Lee
• Prof. Tasos Dagiuklas
• Prof. Ioannis A. Kakadiaris
• Dr. Varuna De Silva

Countries are attempting to implement and amend their legal
systems in order to keep up with the rapidly evolving AI
development. As a result, AI regulations are emerging at the
state/city, industry, country, and regional levels. Despite its great
benefits, properly unregulated deployment of AI algorithm poses
serious concerns, including privacy violations, bias embedding,
potential misuse, and unintended consequences.

Prominent experts in the field, Including Prof Peter Lee, Prof
Ioannis Kakadiaris, Dr. Varuna Desilva, and Prof Tasos Dagiuklas,
will be speaking on this panel discussion to examine the current
development and future direction of responsible AI governance
frameworks and their implications in the military arena. This session
will be moderated by Haylat Tibebu.
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Ethics and beyond: Challenges and opportunities for military AI

Keynote Wendell Wallach

Wendell Wallach is a bioethicist and author focused on the ethics and governance of emerging technologies, in
particular artificial intelligence and neuroscience. He is a scholar at Yale University's Interdisciplinary Center for
Bioethics, a senior advisor to The Hastings Center, a Carnegie/Uehiro Senior Fellow at the Carnegie Council for
Ethics in International Affairs, and a fellow at the Center for Law and Innovation at the Sandra Day O'Connor
School of Law at Arizona State University. He has written two books on the ethics of emerging technologies:
Moral Machines: Teaching Robots Right from Wrong (2010) and A Dangerous Master: How to Keep Technology
from Slipping Beyond Our Control (2015).

• Lt Col Joseph O. Chapa
• Lt Col Ilse Verdiesen
• Prof. David Leslie
• Prof. Yakov Ben-Haim
• Rob van der Veer

Overall Relevance to the Conference Theme and Goals: Diverse
methodologies are employed for ethical analysis: Kantian
deontology optimizes fidelity to moral axioms; pragmatic realism
optimally achieves righteous goals (usually national interests);
consequentialism optimally balances moral good and bad.

The context of an ethical analysis influences the analysis by shifting
the axioms, goals, and moral balance. Beyond that, uncertainty
pervades ethical analysis in the real world. In particular, military
affairs are often surrounded by the fog of war. This session
highlights the diversity of ethical foci and analytical tools, and the
challenge of applying those tools when facing deep uncertainty.
This session is particularly relevant to the conference theme
“Responsible deployment and use of AI”.

This panel contains specialists with a broad range of experience.
Our speakers include academic professors from both quantitative
and qualitative fields, leaders of policy think tanks focused on
ethics, AI and defense, and officers from the militaries of two
different countries. This provides concrete focus on real-world
challenges and on practical attempts to meet these challenges.
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‘Responsible AI in

Military Applications’
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3.1 Introduction to the topical collection
To support the Academic forum and showcase the breadth and value of current academic research on the
responsible development and use of AI in the military the TU Delft Digital Ethics Centre has coordinated a topical
collection in the journal Ethics and Information Technology, one of the foremost journals on the ethics of
technology.

The papers have been collected through an open call and have gone through an external review process. The
authors are philosophers, lawyers, AI experts, engineers, military officers, scholars in international relations,
NGO representatives and more, highlighting the many disciplines that are engaged and needed to tackle these
questions. All the papers share the ambition to give a fresh contribution to the debate on Responsible AI in the
military, offering new conceptual tools to identify and address urgent ethical, legal, design issues. All papers take
an academic perspective, trying to move away from the often-polarized political debate on issues like the ban of
autonomous lethal weapon systems. They can be divided in two categories:

1. Research papers (R)
2. Position papers (P)

In this section we briefly introduce the papers in both categories. In the next section you can read an abstract for
each paper. In addition, the full position papers have been included in the next chapter.

Methodological issues about Responsible Innovation and Value-sensitive Design in the
military

A first group of research articles and position papers address methodological issues about Responsible
Innovation and Value-sensitive Design in the military. Value-sensitive Design requires bringing in moral
deliberations from the early stage of a design process.

• In her paper (R), the philosopher and defence professional Christine Boshuizen-Van Burken reflects on
the application of the Value-sensitive Design methodology in the military domain and reflects on challenges
like the classified nature of the design process and opportunities like public debates.

• Philosopher Rockwell Clancy and colleagues (P) emphasise the cultural and social dimensions of
technology, which call for a more systematic use of methods from empirical moral and cultural psychology in
ethical and political debates on AI in defence.

• Human factor engineer Jurriaan van Diggelen and colleagues (P) highlight the importance of emotions in
designing the human interaction with autonomous systems under meaningful human control.

• Machine Learning experts (Microsoft) and AI Ethics researchers Abishek Gupta and Rachel Azafrani
(P) make a plea for a closer collaboration between AI Ethics research and policy initiatives in the civilian and
in military domain.

Original answers to widely discussed ethical and legal issues with AI in the military

A second group of research articles propose original answers to widely discussed ethical and legal issues with AI
in the military.

• Philosophers Nathan Wood and Niël Conradie each address the thorny issue of responsibility gaps with
the use of AI in defence – the risk that the interaction with complex AI systems will cause mistakes for which
there is no excuse or justification but for which, at the same time, no human actor may legitimately be held
responsible, due to lack of sufficient understanding or control of the system.
• Wood (R) proposes an analytic assessment of existing and near-future autonomous systems in defence

and claims that in fact the risks of responsibility gap with these systems may be smaller than some think.
• Conradie (R) explores the possibility to apply the concept of collective agency and responsibility, already

used in the civilian domain for instance for corporations and boards, to address the issue of
responsibility gap for the outcomes of collective or distributed decision processes in the military.

• Computer scientist Tomasz Zurek and colleagues (R) propose a framework to embed International
humanitarian law (IHL) rules into military AI.

• Relatedly, the international lawyer Maciek Zając (R) discusses three possible design strategies to ensure
the compliance of autonomous systems with the principle of proportionality in armed conflicts.
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The potential (ethical) benefits of AI in the defence domain

Another group of position papers highlight the potential (ethical) benefits of AI in the defence domain.

• Daniel Trusilo, expert in international relations and former military officer, and AI Ethics expert David
Danks (P) emphasize the potential benefits of the use of AI to support the work of humanitarian
organisations in relief operations during armed conflicts.

• Two more papers, authored by philosopher Markus Christen and colleagues (P) and army officer
Herwin Meerveld and colleagues (P), emphasized the positive role that AI can played in the military
decision-making process, provided AI system are carefully designed to support, strengthen, and integrate
human responsible decision making (rather than replacing or weakening it).

The risks of the use of AI in the cyber domain

Two papers draw attention to the risks of the use of AI in the cyber domain.

• International relations scholar Marta Stroppa (R) stresses the importance of maintain human control over
AI systems also in the cyberspace.

• Philosopher Seumas Miller (P) proposes a series of measures to combat “cognitive warfare”, that is
strategies to alter the thinking of a target population via e.g. social network activities, made possible by AI.

Further governance and legal issues with AI in defence

A last group of papers discuss some further governance and legal issues with AI in defence.

• Political scientist Ingvild Bode and colleagues (R) compare Chinese, Russian and US practices in
relation to Autonomous Weapon Systems.

• Diplomat Justinas Lingevicius (R) analyses the current and potential political role of the European Union
in relation to military AI.

• Daan Kayser from the NGO Pax (P) argues that an international treaty on AWS is necessary and feasible.
• Scholar in military studies Liselotte Polderman (P) proposes to adopt a model of governance of AI that

strive for consensus in joint decision-making.
• International lawyer Tim Mc Farland and Aerospace engineer Zena Assaad (R) present the challenge of

the legal review of weapons that have the capability to learn and change during their deployment.

We are grateful to Daniele Amoroso (University of Cagliari), Bérénice Boutin (Asser Institute), and Jurriaan van
Diggelen (TNO) for their support in the editorial process.

The Editors,

• Stefan Buĳsman
• Mignon Hagemeĳer
• Filippo Santoni de Sio
• Jeroen van den Hoven

TU Delft Digital Ethics Centre
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3.2 Abstracts of papers in the collection

Bridging the Civilian-Military Divide in Responsible AI Principles and Practices

Position paper by Rachel Azafrani1 & Abhishek Gupta2

Advances in AI research have brought increasingly sophisticated capabilities to AI systems and heightened
societal consequences of their use. Researchers and industry professionals have responded by contemplating
responsible principles and practices for AI system design. At the same time, defense institutions are
contemplating ethical guidelines and requirements for the use of AI in warfare. However, varying ethical and
procedural approaches to technological development, research emphasis on offensive uses of AI, and lack of
appropriate venues for multistakeholder dialogue have led to differing operationalization of responsible AI
principles and practices among civilian and defense entities. We argue that the disconnect in civilian and defense
responsible development and use practices leads to underutilization of responsible AI research and hinders the
implementation of responsible AI principles in both communities. We propose a research roadmap and
recommendations for dialogue to increase exchange of responsible AI development and use practices for AI
systems between civilian and defense communities. We argue that generating more opportunities for exchange
will stimulate global progress in the implementation of responsible AI principles.

Prospects for the Global Governance of Autonomous Weapons: Comparing Chinese, Russian, and US
Practices

Research paper by Ingvild Bode, Hendrik Huelss, Anna Nadibaidze, Guangyu Qiao-Franco3 and Tom Watts4

Technological developments in the sphere of artificial intelligence (AI) inspire debates about the implications of
autonomous weapon systems (AWS), which can select and engage targets without human intervention. While
increasingly more systems which could qualify as AWS, such as some models of loitering munitions, are
reportedly used in armed conflicts, the global discussion about a system of governance and international legal
norms on AWS at the United Nations Convention on Certain Conventional Weapons (UN CCW) has stalled. In
this article we argue that whilst a global regulatory framework for AWS has so far proven challenging to achieve,
it is not an impossible endeavour. The creation of international legal norms on AWS and human control in the use
of force could be possible if an actor, or group of actors, takes the lead on initiating a legal process outside of the
UN CCW.

We proceed in three steps. First, we highlight the necessity of new international legal norms relating to AWS by
emphasizing that in the absence of such regulations, the ways in which actors are designing and operating these
technologies have already impacted and will continue to impact the norms of warfare. State practices are silently
shaping norms, understood here as what is considered ‘appropriate’ in armed international conflict. When
examining the development of automation, autonomy, and AI along a historical trajectory, we can already see
how such norms are taking shape, particularly in terms of what counts as an ‘appropriate’ quality of human
control over the decision to select and use force. Without global governance and legal norms, these trends risk
continuing to affect the way that human control is exercised in the use of force.

Second, we analyse the prospects for global governance of AWS by examining the roles and practices of three of
the largest developers of these technologies: China, Russia, and the United States. These three states have all
demonstrated their interest in testing and using AWS. They have also been active at the UN CCW Group of
Governmental Experts (GGE) on emerging technologies in the area of lethal autonomous weapons systems.
While their positions at the GGE differ significantly, Chinese, Russian, and US delegations have all expressed
scepticism about the global regulation of AWS-associated technologies. We argue that the practices emerging
from these three states have adversely affected the GGE’s regulatory potential.

Third, whilst acknowledging the challenges in reaching a consensus on the global governance of AWS, we argue

2Microsoft Corporation, Redmond, WA, USA; Montreal AI Ethics Institute, Montreal, QC, Canada; Green Software
Foundation, USA

1Microsoft Corporation, Redmond, WA, USA

4School of Politics and International Relations, Royal Holloway, University of London, London, United Kingdom

3First four authors all from the Center for War Studies, Department of Political Science and Public Management, University of
Southern Denmark, Odense, Denmark
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that this is not an impossible outcome to achieve. We present various possible venues for the regulation of AWS
and highlight the value of an agreement on legal norms—whether in the form of regulation, prohibition, or both—
even without the participation of major weaponised AI developers such as China, Russia, and the US. By
drawing attention to regulatory options beyond the UN CCW, we contend that global governance depends on the
extent to which an actor or group of actors would be ready to take the lead on an alternative process.

Value SensiĀve Design for Autonomous Weapon Systems - a Primer

Research paper by Christine Boshuĳzen-van Burken5

Value Sensitive Design (VSD) is a design method developed by Batya Friedman and Peter Kahn (2003) that
brings in moral deliberations in an early stage of a design process. It assumes that neither technology itself is
value neutral, nor shifts the value-ladennes to the sole usage of technology. We add to emerging literature on
VSD for autonomous weapons development and discuss extant literature on values in autonomous systems
development in general and in autonomous weapons development in particular. We identify opportunities, such
as public debates, and threats, such as the classified nature of the design process, for VSD in autonomous
weapons development. This paper contributes to academic debates about the non-neutrality of technology by
pointing out that values have been and can be explicitly designed into autonomous systems. It is informative for
policy makers and designers who are tasked with developing actual autonomous weapons or policies around
such systems, as they learn about an established design method that is sensitive to societal concerns and
industry needs and that can be applied to autonomous weapons systems.

Responsible Reliance concerning Development and Use of AI in the Military Domain

Position paper by Vincent Boulanin6 and Dustin Lewis7

In voicing commitments to the principle that the adoption of artificial-intelligence (AI) tools by armed forces
should be done responsibly, a growing number of states have referred to a concept of “Responsible AI.” As part
of an effort to help develop the substantive contours of that concept in meaningful ways, this position paper
introduces a notion of “responsible reliance.” It is submitted that this notion could help the policy conversation
expand from its current relatively narrow focus on interactions between an AI system and its end-user to also
encompass the wider set of interdependencies involved in fulfilling legal obligations concerning the use of AI in
armed conflicts. The authors argue that to respect international humanitarian law and ensure accountability,
states ought to devise and maintain a framework that ensures that natural persons involved in the use an AI tool
in an armed conflict could responsibly rely at least on: 1) the tool’s technical aspects, 2) the conduct of other
people involved in development and use of that AI tool; and 3) the policies and processes implemented at the
state level. According to the authors, the “responsible reliance” notion could serve, among other examples, as a
basis on which to articulate legal requirements, prohibitions, and permissions across diverse areas, from the
design of AI tools to human-machine interactions to configuration of responsible-command frameworks.

The Need for and Nature of a Normative, Cultural Psychology of Weaponized AI(Artificial Intelligence)

Postion paper by Rockwell8 Clancy, Ingvild Bode9 & Qin Zhu10

The use of AI in weapons systems raises numerous ethical issues. To date, work on weaponized AI has tended
to be theoretical and normative in nature, consisting in critical policy analyses and ethical considerations, carried
out by philosophers, legal scholars, and political scientists. However, adequately addressing the cultural and
social dimensions of technology requires insights and methods from empirical moral and cultural psychology. To
do so, this position piece describes the motivations for and sketches the nature of a normative, cultural
psychology of weaponized AI. The motivations for this project include the increasingly global, cross-cultural and
international, nature of technologies, and counter-intuitive nature of normative thoughts and behaviors. The
nature of this project consists in developing standardized measures of AI ethical reasoning and intuitions,

9Center for War Studies, Department of Political Science and Public Management, University of Southern Denmark, Odense,
Denmark

5University of New South Wales, Canberra, Australia

8Virginia Polytechnic Institute and State University College of Engineering, Blackburg, USA

10Department of Engineering Education, Virginia Polytechnic Institute and State University, Blacksburg, Virginia, USA

6Stockholm International Peace Research Institute, Solna, Sweden
7Harvard Law School, Cambridge, MA, USA
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coupled with questions exploring the development of norms, administered and validated across different cultural
groups and disciplinary contexts. The goal of this piece is not to provide a comprehensive framework for
understanding the cultural facets and psychological dimensions of weaponized AI but, rather, to outline in broad
terms the contours of an emerging research agenda.

Who is controlling whom? Reframing “Meaningful Human Control” of AI systems in security

Poistion paper by Markus Christen11, Thomas Burri12, Serhiy Kandul13 and Pascal Vörös14

Decisions in security contexts, including armed conflict, law enforcement, and disaster relief, often need to be
taken under circumstances of limited information, stress, and time pressure. Since AI systems are capable of
providing a certain amount of relief in such contexts, such systems will become increasingly important, be it as
decisionsupport or decision-making systems. However, given that human life may be at stake in such situations,
moral responsibility for such decisions should remain with humans. Hence the idea of “meaningful human
control” of intelligent systems. In this opinion paper, we outline generic configurations of control of AI and we
present an alternative to human control of AI, namely the inverse idea of having AI control humans, and we
discuss the normative consequences of this alternative.

Autonomous Military Systems: Collective Responsibility and Distributed Burdens

Research paper by Niël Henk Conradie15

The introduction of Autonomous Military Systems (AMS) onto contemporary battlefields raises concerns that they
will bring with them the possibility of a techno-responsibility gap, leaving insecurity about how to attribute
responsibility in scenarios involving these systems. In this work I approach this problem in the domain of applied
ethics with foundational conceptual work on autonomy and responsibility. I argue that concerns over the use of
AMS can be assuaged by recognising the richly interrelated context in which these systems will most likely be
deployed. This will allow us to move beyond the solely individualist understandings of responsibility at work in
most treatments of these cases, toward one that includes collective responsibility. This allows us to attribute
collective responsibility to the collectives of which the AMS form a part, and to account for the distribution of
burdens that follows from this attribution. I argue that this expansion of our responsibility practices will close at
least some otherwise intractable techno-responsibility gaps.

Role of Emotions in Responsible Military AI

Position paper by Jurriaan van Diggelen, Karel van den Bosch, Jose Kerstholt, Jason Metcalfe and Mark
Neerincx16

Emotions play a crucial role in human moral decision making to activate intuition and establish engagement.
Therefore, they cannot be ignored when designing the human interaction with autonomous systems under
meaningful human control. We provide two reasons why emotions are needed in moral decision making; then we
explain consequences for the design of human-AI collaboration, followed by possible methods, technical
approaches as well as a research agenda.

Why a treaty on autonomous weapons is necessary and feasible

Position paper by Daan Kayser17

Militairy technology is developing at a rapid pace and we are seeing a growing number of weapons with
increasing levels of autonomy being developed and deployed. This raises various legal, ethical, and security
concerns. The absence of clear international rules setting limits and governing the use of autonomous weapons
is extremely concerning. There is an urgent need for the international community to work together towards a

15RWTH Aachen University: Rheinisch-Westfalische Technische Hochschule Aachen, Aachen, Germany

11University of Zurich: Universitat Zurich, Zürich, Switserland
12 Institute of Biomedical Ethics and History of Medicine, University of Zurich, Switzerland
13Law School, University of St. Gallen, Switzerland
14Armasuisse Science + Technology, Thun, Switzerland

16All from TNO, Soesterberg, the Netherlands
17Dutch peace organisation PAX
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treaty not only to safeguard ethical and legal norms, but also for our shared security. This article explains why a
treaty on autonomous weapons is needed and achievable. It goes into what a treaty could consist of to establish
an international norm and set rules and limits on autonomy in weapon systems.

Military Artificial Intelligence as Power: Consideration for the European Union’s Actorness

Research paper by Justinas Lingevicius18

The article focuses on the inconsistency between the European Commission’s position on excluding military AI
from its emerging AI policy, and at the same time EU policy initiatives targeted at supporting military and defence
elements of AI on the EU level. It leads to the question, what, then, does the debate on military AI suggest to the
EU’s actorness discussed in the light of Europe as a power debate with a particular focus on Normative Power
Europe, Market Power Europe, and Military Power Europe. By employing discourse analysis, the article
examines the EU’s AI strategic discourse, consisting of selected AI-related policy documents from different EU
institutions. As a result, the article proposes the Military Power Europe definition based on four categories
introduced from the Europe as power debate: ways of action, self-definition, preferred international engagement,
and the role of the military. They show that the Military Power Europe definition involves a normative model of
governance, multilateral international engagement and the perceived role of norm-promoter as core elements. At
the same time, military AI is associated with future power referring to advanced capabilities, readiness and
preparedness for security challenges, including the possibility of the battlefield. The article also argues that
alongside normative proposals for military AI governance, there are evident desires for militarization in the
context of AI development, and a considerable role for the military in the future directions of the EU’s policies.
Thus, despite differences among EU institutions, the European Parliament and the European Commission in
particular, military AI appears to be actively discussed within the selected discourse, and so is a part of the EU’s
emerging AI policy and, overall, the EU’s actorness. Therefore, the article joins those which challenge the
understanding of the EU’s actorness merely based on civilness and/or normativity, and moves beyond the usual
attachment of the military to security policy by showing that military, at least through military AI, is (re)produced in
the EU’s digital agenda as well. Having this complexity and interconnectedness unraveled, it is suggested that
such a policy-focused separation between security (the Common Security and Defence Policy), a stream of
proposals for the digital agenda and debated military ambitions might be more limiting and enabling of
inconsistency, rather than providing a comprehensive picture of current trends in EU integration. Based on these
contributions, the article suggests further investigation of various digital policy proposals (for example, data,
cybersecurity, computing, robotics) and their relation to military AI or the military and security in general,
particularly in the context of politically introduced concepts of digital sovereignty and autonomy.

The Irresponsibility of Not Using AI in the Military

Position paper by Herwin Meerrveld, Roy Lindelauf19, Marie Postma and Eric Postma20

The ongoing debate on the ethics of using artificial intelligence (AI) in military contexts has been negatively
impacted by the predominant focus on the use of lethal autonomous weapon systems (LAWS) in war. However,
AI technologies have a considerably broader scope and present opportunities for decision support optimization
across the entire spectrum of the military decision-making process (MDMP). These opportunities cannot be
ignored. Instead of mainly focusing on the risks of the use of AI in target engagement, the debate about
responsible AI should (i) concern each step in the MDMP, and (ii) take ethical considerations and enhanced
performance in military operations into account. A characterization of the debate on responsible AI in the military,
considering both machine and human weaknesses and strengths, is provided in this paper. We present inroads
into the improvement of the MDMP, and thus military operations, through the use of AI for decision support,
taking each quadrant of this characterization into account.

18Vilnius University, Institute of International Relations and Political Science, Vilnius, Lithuania
19The first to authors are from the Data Science Center of Excellence, Netherlands Defence Academy, Faculty of Military
Sciences, Breda, the Netherlands.
20The last two authors are from the Tilburg School of Humanities and Digital Sciences, Tilburg University, Tilburg, the
Netherlands
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Legal Reviews of In Situ Learning in Autonomous Weapons

Research paper by Tim McFarland21 and Zena Assaad22

A legal obligation to conduct weapons reviews is a means by which the international community can ensure that
States assess whether the use of new types of weapons in armed conflict would raise humanitarian concerns.
The use of artificial intelligence (AI) in weapon systems greatly complicates the process of conducting reviews,
particularly where a weapon system is capable of learning in situ. That is, the emerging capacity for an AI-
enabled autonomous weapon system (AWS) to adapt to its surrounding environment and optimise its outputs
over time without direct human input.

In situ learning software capabilities present at least one characteristic challenge to weapons reviewers: how to
ascertain and legally assess the behaviour of software which, by design, can optimise its behaviour in response
to events on the battlefield. Assessing the behaviour of any advanced AWS in a complex and dynamic combat
environment is difficult even if the system’s responses to battlefield events are known and predictable. For AI-
enabled AWS, which hold the capacity to dynamically optimise their outputs with little to no human intervention,
the number of possible sequences of action and reaction increases and the task of reliably predicting the
behaviour of the system, and hence its capacity to be used in compliance with specific legal obligations
(Boulanin, 2015), becomes more difficult (Gillespie, 2015, p. 52; Vestner & Rossi, 2021, p. 544).

In some respects, the regulatory challenges presented by AWS reflect those being encountered in other fields
where AI is making inroads: how to ensure attributability and human accountability, how to address challenges
such as algorithmic biases (Danks & London, 2017) and lack of explainability of AI-made decisions, how to
ensure that an adequate degree of human control (Article 36, 2013, p. 1; Crootof, 2016) is retained, and so on.

Other challenges are unique to autonomy in a military context, with the matter of ensuring ongoing compliance
with international humanitarian law (IHL) and other applicable legal frameworks being particularly prominent.
Meeting this challenge will require a blending of legal and technological skills and processes, most immediately
in the form of new procedures for conducting legal reviews of new weapons.

This paper surveys current understandings of the weapons review challenges presented by in situ learning and
outlines some concepts which may inform appropriate changes to existing weapons review processes. The main
arguments made are that: a distinction should be drawn between learning capabilities that are limited to
optimising existing behaviour and capabilities that extend to acquiring new behaviours; and the extent of a
weapon system’s learning capabilities should be used as the basis for defining a schedule of weapons reviews.

CogniĀve Warfare: Ethical Issues and Public Policy RecommendaĀon

Position paper by Seumas Miller23

No abstract available - but full paper can be found in the next chapter.

Governing (Ir)Responsibilities for Future Military AI-Systems

Position paper by Liselotte Polderman24

This paper focuses on the use of a suitable framework on the development of responsible use of AI systems in
the military domain. It discusses different management theories and addresses the need for a relational
governance mechanism with a specific model for effective collaboration.

22School of Engineering, College of Engineering and Computer Science, The Australian National University, Canberra,
Australia

21Faculty of Business, Economics and Law, The University of Queensland, St Lucia, Australia

23Australian Graduate School of Policing and Security, Charles Sturt University, Canberra, Australia & Uehiro Centre for
Practical Ethics, University of Oxford
24Ministry of Defence, Breda, the Netherlands
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Legal and ethical implications of autonomous cyber capabilities: a call for retaining human control in
cyberspace

Research paper by Marta Stroppa25

Artificial Intelligence (AI) has multiple applications in all the military operational domains, including cyberspace.
Among other things, AI is increasingly used to augment the level of autonomy and adaptability of both defensive
and offensive cyber operations, to the extent that autonomous cyber capabilities will be able to operate without
real-time human intervention.

While the use AI-enabled autonomous cyber capabilities in the military domain is often seen as operationally
desirable, as they might outperform human operators, it also raises important concerns, as they are highly
unpredictable, unreliable and unexplainable, especially when deployed in hostile and dynamic scenarios. To this
date, however, discussions about cyber capabilities, AI and autonomous systems have proceeded on different
tracks, often overlooking the potential threats that may arise from the interplays of these technologies.

This paper aims at exploring the main legal and ethical implications of the use of AI-enabled autonomous cyber
capabilities in the use of force and conduct of hostilities, thus contributing to current debates on the matter. This
paper will first outline the recent technological developments in the fields of AI and cybersecurity, underlying how
States are increasingly interested in researching and developing autonomous cyber capabilities for military
purposes. Afterwards, this paper will consider the legal challenges that arise from the use of autonomous cyber
capabilities in war, by looking into the legal frameworks regulating the use of force (jus ad bellum), the conduct of
hostilities (jus in bello, or international humanitarian law), and the ascription of responsibility for violations of
these two branches of international law. Finally, this paper will explore the ethical implications that arise from the
lack of human agency and the delegation of life-and-death decisions to computers, which often result in a lack of
moral responsibility for possible violations of international law, as well as for their consequences.

In order to promote a responsible military use of AI in cyberspace, and to overcome the legal and ethical
challenges that arise from the use of autonomous cyber capabilities in war, it will be suggested to retain a certain
degree of human control over autonomous cyber capabilities. The degree of human control preserved should be
context-specific and take into account all the relevant circumstances of the case, informed, and orientated by
both humanitarian and military considerations.

Artificial Intelligence and Humanitarian Obligations

Position paper by Daniel Trusilo26 & David Danks27

Artificial Intelligence (AI) offers numerous opportunities to improve military Intelligence, Surveillance, and
Reconnaissance operations. And, modern militaries recognize the strategic value of reducing civilian harm.
Grounded in these two assertions we focus on the transformative potential that AI ISR systems have for
improving the respect for and protection of humanitarian relief operations. Specifically, we propose that
establishing an interface for humanitarian organizations to military AI ISR systems can improve the current state
of ad-hoc humanitarian notification systems, which are notoriously unreliable and ineffective for both parties to
conflict and humanitarian organizations. We argue that such an interface can improve military awareness and
understanding while also ensuring that states better satisfy their international humanitarian law obligations to
respect and protect humanitarian relief personnel.

Autonomous Weapon Systems and Responsibility Gaps: A Taxonomy

Research paper by Nathan G. Wood28

A classic objection to autonomous weapon systems (AWS) is that these could create so-called responsibility
gaps, that is, it would be unclear who should be held responsible in the event that an AWS were to violate some
portion of the law of armed conflict (LOAC). Those who raise this objection generally do so presenting it as a
problem for AWS as a whole class of weapons. Yet there exists a rather wide range of systems that can be

28Ghent University, Ghent, Belgium

25Sant'Anna School of Advanced Studies / Scuola Superiore Sant'Anna, Pisa, Italy
26Universität St Gallen, School of Economics and Political Science, St. Gallen, Switzerland
27University of California, San Diego, USA; Halicioǧlu Data Science Institute & Department of Philosophy, La Jolla, CA
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considered “autonomous weapon systems” but do not create responsibility gaps, and so the objection is too
broad. In this article I present a taxonomic approach to the objection, examining a number of systems that would
count as AWS under the prevalent definitions provided by the United States Department of Defense and the
International Committee of the Red Cross, and I show that for virtually all such systems there is a clear locus of
responsibility which presents itself as soon as one focuses on specific systems, rather than general notions of
AWS. In developing these points, I also suggest a method for dealing with near-future types of AWS which may
be thought to create situations where responsibility gaps can still arise. The main purpose of the arguments is,
however, not to argue that responsibility gaps do not exist or can be closed where they do exist. Rather, it is to
highlight that any arguments surrounding AWS must be made with reference to specific weapon platforms
imbued with specific abilities, subject to specific limitations, and deployed to specific times and places for specific
purposes. More succinctly, the arguments show that we cannot and should not aim to treat AWS as if all of these
shared all morally relevant features, but instead on a case-by-case basis. Thus, we must contend with the
realities of weapons development and deployment, and tailor our arguments and conclusions to those realities,
and with an eye to what facts obtain for particular systems fulfilling particular combat roles.

AWS Compliance with the Ethical Principle of Proportionality: Three Possible Solutions

Research paper by Maciek Zając29

The ethical Principle of Proportionality requires combatants not to cause collateral harm that is excessive in
comparison to the anticipated military advantage of the attack. This principle is considered a major and perhaps
unsurmountable obstacle to ethical use of autonomous weapon systems (AWS). The article reviews three
possible solutions to the problem of achieving Proportionality compliance in AWS, arguing that each of these
would work in a considerable number of combat environments. Applying the three solutions together should allow
well-commanded AWS to behave proportionality in most air and naval combat scenarios, and in a considerable
number of conventional land warfare scenarios, especially when used in a counter-platform role.

To understand why these conclusions are valid it is essential to discuss the three components of the
Proportionality judgment: collateral damage estimation, assessment of anticipated military advantage and the
judgment of excessiveness. Even AWS skeptics agree that there are no principal problems with the first of these
being performed by software; only the latter two have to be performed by human agents, as they require deep
and general understanding of how the world works, including on a social and moral level. However, only the first
of these has to actually be performed in real time; the latter two may in many cases be undertaken a few hours
prior to the attack without compromising their integrity. This insight allows one to see that AWS could potentially
rely on combining pre-made human conclusions on the latter two with their own real-time collateral damage
estimates.

This grounds the three proposed solutions to AWS compliance with proportionality. The simplest one consist of
restricting AWS operations to environments lacking civilian presence, or to strikes that would generate no
collateral damage. The second involves using AWS in targeted strikes in which proportionality judgments are pre-
made by human commanders. This would be directly analogous to higher-level officer providing proportionality
instructions to strike aircraft pilots today. Finally, the ‘price tag’ approach would be based on pre-assigning
identical acceptable collateral damage values to specific types military hardware within certain spatio-temporal
area. This would allow AWS to proportionally engage in conventional attritional warfare, provided they were
limited to counter-platform strikes.

The article acknowledges the latter solution may be controversial, especially if misunderstood, and spends some
time addressing potential objections and misunderstandings. Far from giving AWS a license to strike as they see
fit, the approach would actually have them fighting under restrictions much tighter than those applied to human
combatants. It would also have the added benefit of forcing commanders and their battle staffs to make careful
and considered proportionality judgments and to record these. This would allow for greater transparency, the
possibility of regular review and decrease the arbitrariness of such judgments, potentially leading to the
development of more and more sophisticated methodologies, serving the ultimate end of the principle of
proportionality – limiting civilian casualties.

29Polish Academy of Sciences, Poland
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Model of a military autonomous device following International Humanitarian Law

Research paper by Tomasz Zurek30, Jonathan Kwik31, and Tom van Engers32

In this paper we address whether it is possible to represent the rules of International Humanitarian Law (IHL) in a
way that will force a military autonomous device to be compliant with the law. We fulfil this goal by distinguishing
the key components necessary to perform IHL compliance tests with all the data necessary to perform those
tests, and discuss potential problems and threats. In our view, this discussion is especially important because of
the specific character of IHL rules incorporating both legal and moral reasoning. We focused on the most difficult
tasks for an autonomous system to perform, such as proportionality and precautions in attack. What these tests
have in common is the balancing of military advantage (MA) and incidental harm (IH). As such, our model is
centered around these variables.

Although machine learning-based approaches are currently the dominating ones in AI, our stance is that due to
the requirements of transparency and explainability, for these devices we should follow the knowledge-based
paradigm. According to that paradigm, legal rules are explicitly represented (coded) and decisions made by the
device must be transparent and explainable. Following that, we introduced a mathematical representation of the
most difficult targeting rules: the duty to minimise collateral damage as far as possible during attacks (without
compromising its military purpose) and the duty to stop attacks when collateral damage is so significant that it
cannot justify the envisaged military benefit.

The crucial element of IHL compliance testing is the evaluation of the available decision options in light of these
MA and IH variables, rather than the legal rules and the balancing act itself. MA and IH however, have a very
abstract character are highly context sensitive, culture sensitive, and subjective. Although this can be seen as a
controversial point, we believe that our research can render the evaluation process more objective, as following a
well-structured consideration process provided by the model. This increased objectivity and transparency would
be beneficial to current decision-makers, post-hoc adjudicators, as well as future AI developers. From a technical
point of view, obtaining those evaluations would require a relatively straightforward classification or regression
task, and we plan to address this question in future research.

30T.M.C.Asser Institute, Amsterdam University, The Hague, the Netherlands
31Faculty of Law, Amsterdam University, Amsterdam, the Netherlands.
32Complex Cyber Infrastructure, Informatics Institute, Amsterdam University, Amsterdam, the Netherlands.
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4.1 Bridging the Civilian-Military Divide in Responsible AI
Principles and Practices

By Rachel Azafrani33 & Abhishek Gupta34

Advances in AI research have brought increasingly sophisticated capabilities to AI systems and
heightened societal consequences of their use. Researchers and industry professionals have responded
by contemplating responsible principles and practices for AI system design. At the same time, defense
institutions are contemplating ethical guidelines and requirements for the use of AI in warfare. However,
varying ethical and procedural approaches to technological development, research emphasis on
offensive uses of AI, and lack of appropriate venues for multistakeholder dialogue have led to differing
operationalization of responsible AI principles and practices among civilian and defense entities. We
argue that the disconnect in civilian and defense responsible development and use practices leads to
underutilization of responsible AI research and hinders the implementation of responsible AI principles
in both communities. We propose a research roadmap and recommendations for dialogue to increase
exchange of responsible AI development and use practices for AI systems between civilian and defense
communities. We argue that generating more opportunities for exchange will stimulate global progress
in the implementation of responsible AI principles.

Introduction

At the moment, the high degree of scrutiny surrounding the ethical implications of the use of AI, especially in
high-stakes scenarios like warfare, has focused international dialogue on military use of AI to lethal autonomous
weapons (LAWS). The UN Convention on Certain Conventional Weapons (CCW), the body responsible for
international guidelines around emerging technologies in conflict and restricting weapons, is only contemplating
LAWS as opposed to the broader use of AI in defense contexts (UNODA, 2021). But this does not mean that the
adoption of AI systems that don’t directly involve weapons systems won’t have unethical outcomes. The overt
focus on the degree of control that a human has in the use of LAWS leads international dialogue to narrow ethics
considerations regarding the use of AI in the military. This narrowing reduces the potential for defense actors to
benefit from research and scholarship in the areas of AI ethics that the global technology sector is investing most
significantly in, and vice versa.

We argue here that increased dialogue between civilian and military AI ethics fields will yield many areas of
concern that should be carefully studied to create a more holistic understanding of the ethical considerations in
the use of AI in the military, within weapons systems and more broadly in other aspects of operations. In this
paper, we introduce structural reasons for why a disconnect between the civilian and military AI ethics community
arose and the consequences of this gap for the responsible development of AI in military applications. Finally, we
propose a roadmap for the two communities to better integrate to bring over findings and best practices from
civilian research and development to defense.

The Civilian-Military Responsible AI Divide

The civilian responsible AI research field encompasses ethical issues related to the design, use, and behavior of
AI systems (Coeckelbergh, 2020). Concerns about characteristics of AI systems have led to a proliferation of
ethical principles to mitigate potential harms. AI ethics principles underpin a body of research on implementing
them through technical design and through governance mechanisms such as organizational policies and
processes (Gasser & Almeida, 2017). Some defense organizations have begun to adopt ethical principles
specific to the use of AI, with the US Department of Defense (DoD) being the world’s first (US Department of
Defense, 2021). The principles that have emerged from defense organizations differ from their civilian
counterparts, however, marking a divergence in operationalization via design and development practices at a
fundamental level. Civilian organizations often adopt principles of beneficence and non-maleficence, such as
privacy and safety, while defense organizations recognize that they may tradeoff these values for national
security. For example, the DoD’s AI ethics principle of reliability states that safety of a system will be subject to

33Microsoft Corporation, Redmond, WA, USA
34Microsoft Corporation, Redmond, WA, USA; Montreal AI Ethics Institute, Montreal, QC, Canada; Green Software
Foundation, USA
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testing according to the defined uses of that system (US Department of Defense, 2021). By naming reliability
rather than safety as one of its principles, the DoD is enabling a potential compromise to safety to achieve its
objectives. This emphasis may create gaps in the consideration of safety as a first principle for the design of an
AI system regardless of defined uses for that system.

While civilian and defense ethical systems take different approaches to the question of human harm, they also
sometimes diverge in the objects of their principles. The subject of the DoD’s principles is the behavior of the
department and its personnel rather than AI systems themselves (US Department of Defense, 2021). Many
civilian organizations place AI systems as the subject of their principles. Civilian AI ethics focus on positive
societal outcomes, while military frameworks may favor the DoD’s approach to minimize negative societal
outcomes and acknowledge a potential for harm (Kazim & Koshiyama, 2021). The subject of ethical principles
matters for both their operationalization, as well as the conduct of those designing systems. Engineers adhering
to different principles will have varying obligations and perceptions of accountability for system output.

Disconnects between civilian and military AI ethics practices may be exacerbated by a low degree of
engagement. This takes the form of restricted exchange, topical exclusion, and separation in development and
procurement processes. The primary international norms-building dialogue for military uses of AI, the UN GGE
on LAWS, is not formally multistakeholder (UNODA, 2022). Limited stakeholder scope is also apparent in the
Joint Artificial Intelligence Center’s (JAIC) AI Partnership for Defense, which considers AI ethics, although is
limited to military representation from 13 countries (JAIC, 2020). Other examples of restricted exchange include
time-limited, narrow consultation opportunities. The Defense Innovation Board (DIB) tasked by the US DoD to
make recommendations on AI ethics principles had non-military members and held public consultations (Defense
Innovation Board, 2019). Similarly, the US National Security Commission on AI (NSCAI) incorporated comments
from civil society in their recommendations (NSCAI, 2021). Both the DIB and the NSCAI were intended to
provide recommendations to the DoD over a defined period.

In addition to limited public consultations hosted by defense organizations, multistakeholder fora for cooperation
on AI ethics, including the OECD and the Global Partnership on AI (GPAI), often do not include military
applications in scope (GPAI, 2022; OECD, 2021). The civilian Partnership on AI (PAI) also excludes the topic of
military applications. The separation of the responsible AI communities among different venues decreases
transfer of knowledge, leads to understudied defense applications of AI, and creates different references and
practices.

The technology sector applies AI ethics in the design, development, deployment, maintenance, use, and
decommissioning of systems (Coeckelbergh, 2020). Due to the concentration of skill in the private sector, AI
technologies are frequently sourced from the private sector and adapted for military use. As such, military
procurement practices can remain disjointed from AI development, and thus disjointed from the
operationalization of ethical principles. Greater links between these processes, both through venues for
collaboration and a mapping of civilian to military terms and practices, would allow for greater application of
responsible AI research to military applications.

When the defense industry and private sector collaborate, discrepancies in terminology can lead to misaligned or
inapplicable technology solutions and under-referencing of responsible AI-related research by both groups. One
example is the concept of command and control, which has legal implications for military leaders, and thus is
linked to mechanisms for human control (Alberts & Hayes, 2006). While controls in AI systems are important to
their functioning, there are many ways to achieve control that military leaders would benefit from referencing. The
principles of transparency and explainability offer ways to support control that are distinct from technical controls
(Kazim & Koshiyama, 2021). Transparency and explainability do not necessarily change the way that a system
works but provide information about the context the system was meant to operate in to enable better
understanding of a system’s behavior.

In addition to the disjointed application of ethical practices between development and procurement processes,
civilian and military entities make development decisions based on different organizational objectives. Defense
institutions have mandates to defend national interests, while civilian organizations do not (Holcombe, 2008).
Although they may serve some public interests, civilian ethical systems derive less from accountability to the
public. These differing objectives have consequences for design decisions. The divergent approaches to AI
ethics between civilian and defense organizations is exacerbated by lack of forum for dialogue and reduces
opportunity for applying civilian responsible AI practices to the defense context.
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Responsible AI Issues in Military Applications of AI

Let us take an example where intelligence sources are gathered to present to an analyst from various sources
online. An analyst relies on tools that help them sort and assimilate this intelligence (Cummings, 2017). In the
case of a low-resourced language, the effectiveness of a Natural Language Processing (NLP) system to parse
and present relevant pieces of information from automated intelligence gathering is limited, especially when
adversaries may use semantics with layers of meaning that are not represented in existing models. Even
domain-specific fine-tuning might not be enough if the corpus of data for pretraining the model in that language
and context are limited to begin with (Magueresse et al., 2020). This presents a potential point for the infusion of
selection bias in terms of the information that will be surfaced to the analyst and will have an impact on
downstream decision-making.

It is not as if this is a new problem. Operators have always relied on the robustness of instruments and their
human colleagues to guide them in dynamic environments like theaters of war. What has changed with the
introduction of use of AI in this chain is that the impact of applied technology occurs at a faster pace and wider
scale than technologies before (Dwivedi et al., 2021). While it is imperative to examine the use of codes such as
International Humanitarian Law (IHL) and the Law of Armed Conflict (LOAC) to understand how and if militaries
should integrate AI into warfighting, solely focusing on those areas under-emphasizes the pervasive ways that
the impacts of AI-enabled decisions affects different phases of warfighting from reconnaissance to weapons
deployment. Given the high-stakes nature of warfare and its impacts on human lives, the role of weapons is one
that is obvious for ethics dialogue but de-emphasizes the role that this technology plays in the rest of that chain.

The notion of “math-washing” which often manifests in the form of automation bias is a useful notion to examine
in this context. In the example of intelligence gathering by an automated NLP system, if the success rate of
missions increases over time because of intelligence being provided by the system, we stand a risk of the human
analyst becoming over-reliant on the system (Wickens et al., 2015). This automation bias can have the effect of
atrophy of their analytical skills in a more extreme case, but perhaps even breeding complacency that conditions
them to become less critical of the outputs from the system. This can manifest in unexpected ways such as
failures. It is well-known within the civilian AI research community that AI systems can smooth over smaller errors
when operating, creating efficiencies and justifying their use (Sherry & Mauro, 2014). But, they also become
places for larger, unexpected errors due to a lack of transparency and understanding of the inner functioning of
the system and its stochastic nature (Faria, 2017). Adversarial examples represent one way in which unexpected
behaviors from AI systems can be elicited (Anderson et al., 2017). Limited understanding of effective defenses
and the cat-and-mouse dynamic in the development of attacks and defenses mean that this is an important area
when thinking about the ethical implications of the use of AI in military operations (Kong et al., 2021).

The flip side to overreliance is the notion of algorithmic aversion which presents its own risks, whereby some
errors from the machine in the early stages of its use erode the human analyst’s trust to the point that they may
rely less on its outputs (Dietvorst et al., 2015). They may become confident that the outputs from the system are
usually flawed, which can lead to erroneous decisions. This perhaps underscores calls for an examination of
human cognitive biases in relation to machines, specifically how human-machine teams operate and how they
can be made more effective (Biswas & Murray, 2017).

Even so, international dialogue has focused thus far on the human decision-making aspect as it relates to the
use of weapons which, while the most directly impactful to human lives, are also not the entirety of military
operations. As we turn our attention to other aspects of military operations, it is important that we adopt a
systems-thinking mindset that allows us to examine the second- and third-order effects of the use of AI in various
phases of operations and how they might have downstream effects, and sometimes even upstream effects in
terms of how data and operations are organized to better allow the organization to harness AI capabilities. The
knock-on effects of AI adoption include potential deskilling of humans when decisions and capabilities are
delegated increasingly to AI systems, the level of control over operations, and consequences for integrated and
interdependent systems across operational and non-operational contexts (Taddeo et al., 2019).

Transparency about the capabilities and limitations of systems is also important for operationalizing ethical
considerations. The number of national AI strategies published highlight a global investment in the prospect that
AI brings in terms of cost-savings and operational efficiency in military domains, although they often focus on
maintaining national leadership and dominance in the field. Strategic discourse does not give significant attention
to where AI is actually being used, operating parameters for systems, the contexts within which they are
deployed, surrounding technical and organizational infrastructure, and who the humans are and what their
familiarity and training is in operating and interacting with AI systems (Dermody & Fritz, 2019).



These examples of ethical considerations in the development and deployment of AI systems in a military context
are important for meaningful advancements in the responsible use of AI. There is great risk that the use of AI-
enabled capabilities can manifest issues in different parts of the operational chain, less likely to receive attention
because of the strategic focus on offense and weapons systems.

Recommendations and Conclusion

We argue that a better link between the civilian and military domains on AI ethics would serve to advance the
and responsible development and use of AI systems in both contexts. The goal of collaboration is not to get
universal consensus. In fact, a push for universality might stall the implementation of AI ethics principles. A better
goal would be for the responsible deployment of AI technology and getting each of the parties to speak the same
vernacular will help with that. It will also help them better understand where there is a potential for
misunderstanding and both parties can work proactively to mitigate those issues. An important point of
acknowledgement is to think about what AI ethics terminology evokes in the minds of the practitioners in civilian
and military domains. Terms like fairness in industry and academia evoke ideas of systemic concerns while in the
case of militaries, fairness evokes the idea of proportionality. Such diverging connotations and their implications
for design might only emerge deeper into the deployment of the system if they are not addressed, for example, at
the start of the engagement process between the military and industry. Military and industry may establish
superficial alignment on principles, but unless they are tested to enumerate how they manifest in practice, we
can leave latent some of these differences, letting them surface at inopportune times when the systems have
already been deployed. The cognitive biases that can be triggered in the design of systems when adhering to
principles can differ between civilian and military contexts. This can become a point of departure that can
exacerbate problems and lead to dissonance.

We have observed that there is frequently a lack of technical details in publicly available documents that
articulate responsible AI principles, especially with respect to military applications of AI. We speculate that this
might be due to national security concerns whereby few military practitioners want to divulge the inner workings
of their systems. But, this might also be because there are few scenarios where these ideas have been applied
in practice and the principles still remain theoretical. If the case is the latter, then we risk building up norms and
standards that have not yet been tested for their applicability in the field. In a high-stakes context like warfare
(including and beyond in weapons systems), a lack of rigor in published methodology and case studies will turn
out to be a vulnerability, both from a robustness standpoint in the efficacy of these principles in practice, but also
in international coordination on acceptable norms when it comes to the use of AI in the military. Thus, one next
step for researchers is the application of proposed AI ethics frameworks to case studies. This stands in contrast
to the practice of withholding intelligence in the interest of competitive advantage, which nudges the entire
ecosystem into a lower equilibrium in the long run because of blindspots in the application of these responsible
AI principles in practice.

We also advocate for the study of the human factors, organizational constraints, and international relations that
would be required to move these conversations forward. International fora like the United Nations Institute for
Disarmament Research (UNIDIR) have the capability to convene actors spanning technical, legal, and military
backgrounds together. Without interdisciplinary exchange, we risk missing out on vital perspectives, especially
the evolving capabilities and limitations of AI systems. In particular, since militaries will often play the role of
procurers rather than developers, the role of the private sector in terms of sharing the realistic capabilities and
limitations of their systems, along with details on their supply chain as will be essential if militaries are to
confidently deploy AI systems. To that end, there are two things that need to be accomplished: nuance in
discussions and latitude in hosting such discussions in the open.

Nuanced dialogue requires public multistakeholder venues where discussion can be held without fear of
repercussion, especially given the sensitive nature of the subject. Broader discussions on the use of AI in
warfighting are stigmatized quite often, limiting the Overton Window of discussion (Russell, 2006). Arguments
often center around outright bans on certain AI technologies rather than building a nuanced analysis of the
potential benefits and costs in the deployment of these technologies (Sauer, 2016). Providing a large Overton
Window through public discussion about implications of the use of AI in the military will be essential to prevent
polarization of civilian and military dialogue and to reveal hidden norms that are implicit but lack discussion for
the fear of retribution (Russell, 2006). Examples of venues for dialogue are UNIDIR’s workshops and the IEEE’s
Research Group on Issues of Autonomy and AI for Defense, although more channels are needed. Permanent
multistakeholder dialogue is needed to form the foundation for the future of responsible use of AI in warfighting.
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4.2 Responsible Reliance concerning Development and Use of AI
in the Military Domain

Vincent Boulanin35, Dustin Lewis36

In voicing commitments to the principle that the adoption of artificial-intelligence (AI) tools by armed
forces should be done responsibly, a growing number of states have referred to a concept of
“Responsible AI.” As part of an effort to help develop the substantive contours of that concept in
meaningful ways, this position paper introduces a notion of “responsible reliance.” It is submitted that
this notion could help the policy conversation expand from its current relatively narrow focus on
interactions between an AI system and its end-user to also encompass the wider set of
interdependencies involved in fulfilling legal obligations concerning the use of AI in armed conflicts. The
authors argue that to respect international humanitarian law and ensure accountability, states ought to
devise and maintain a framework that ensures that natural persons involved in the use an AI tool in an
armed conflict could responsibly rely at least on: 1) the tool’s technical aspects, 2) the conduct of other
people involved in development and use of that AI tool; and 3) the policies and processes implemented
at the state level. According to the authors, the “responsible reliance” notion could serve, among
other examples, as a basis on which to articulate legal requirements, prohibitions, and permissions
across diverse areas, from the design of AI tools to human-machine interactions to configuration of
responsible-command frameworks.

Introduction

Certain recent developments in the field of artificial intelligence (AI) seem primed to have a wide and deep
impact in the military sphere. An increasing number of states have voiced commitments to the principle that the
adoption of AI tools by armed forces should be done responsibly (Boulanin, 2021). What those commitments will
and should mean in practice largely remains to be seen. In multilateral policy debates on military applications of
AI, a growing set of states and other stakeholders have referred to a concept of “Responsible AI” (Vestner, Watts,
2022). So far, the notion appears to be more or less an empty shell. Yet there is, we think, significant potential to
develop the substantive contours of the concept in meaningful ways.

With this position paper, we aim to support efforts by political actors, armed forces, affected populations, and
other stakeholders to better understand the concept of “Responsible AI” in the military sphere and to help
configure aspects of its content. We do so by introducing a notion of “responsible reliance.” This notion could, we
submit, help concerned actors recognize and address not only the complexes of interdependencies that structure
the development and use of AI in the military domain but also corresponding legal responsibilities.

Over the following paragraphs, we will carve the general contours of what we mean by “responsible reliance.”
We will also explain why and how this notion could form part of a wider analytical, normative, and operational
framework concerning “Responsible AI” in the military field. Yet before delving into “responsible reliance,” we will
set out certain contextual elements about impacts of AI in military contexts and the opportunities and challenges
that it might raise, with a focus on legal compliance.

Reliance on AI in military decision-making

Due largely to recent advancements in the field of machine learning (ML), numerous armed forces see a
potential for AI to transform wide-ranging aspects of their work. Possibilities have been raised not only with
respect to how militaries plan, conduct, and assess attacks, including those involving autonomous weapon
systems (AWS) (Boulanin, Verbrugggen, 2017; Ekelhof 2019; Verdiesen, Santoni de Sio, Dignum, 2020). They
have also arisen with respect to such areas as managing personnel, logistics, and maintenance; conducting
intelligence, surveillance, and reconnaissance; detaining adversaries; and providing humanitarian services
(Lewis, 2018). The use of AI tools in these various application areas might raise distinct legal, ethical,
operational, and security opportunities and challenges. Yet there seems to be at least one common denominator:
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reliance on AI tools entails the potential to affect significantly the roles and responsibilities of natural persons
involved in military decision-making (Bruun, 2021; Boulanin, Bruun, Goussac, 2021). Such reliance can implicate
who can and should make various kinds of key judgments and decisions; what type or form of such judgments
and decisions are to be made; and when, where, and how those natural persons can and cannot make those
judgments and decisions.

Consider, for example, the issue of target acquisition. Using an AI tool to assist with that task would typically
mean that a military commander would need to rely on certain presumptions and determinations made by other
people in advance — sometimes, a long time in advance. These people include AI developers, data labellers,
and testers as well as legal advisers and trainers. A central dimension of how the target is acquired — in the
sense of being identified, selected, and prioritized — would typically be formalized in mathematically expressed
proxy indicators that the commander might not fully understand (Hughes, 2019). In practice, an essential aspect
of the targeting process would be reconfigured and distributed in a way that may implicate what it means for a
military commander to exercise volition and knowledge in respect of the target (Bo, 2021). In these ways, new
kinds and degrees of interdependencies would seem to arise between the military commander and the collection
of other people responsible for configuring and administering the AI tool.

Whether and how such changes are to be welcomed or rejected (or, perhaps, some combination) is a central
question in intergovernmental policy debates on military uses of AI (Bruun, 2022). In formulating their answers,
stakeholders have so far variously prioritized what legal, ethical, operational, or security benchmarks have been
said to demand. However, it widely accepted that the rules of international humanitarian law (IHL) constitute an
especially salient baseline (CCW, 2019; Lewis, 2022). For that reason, states and other stakeholders have
engaged, in recent years, in an increasingly active debate on what IHL compliance requires with respect to AWS
and, more recently, to AI tools for decision-support systems involved in the use of force (Lewis, 2021).

In that debate, international actors have discussed numerous IHL obligations (Boulanin, Bruun, Goussac, 2021).
Among those obligations that have featured prominently include several provisions set out in the First Additional
Protocol of 1977 to the four Geneva Conventions of 1949 (AP I) and the corresponding rules (if any) of
customary IHL. Not least, states and other actors have evaluated IHL rules and principles meant to provide the
civilian population with protection against effects of hostilities, including obligations concerning distinction (AP I,
Arts 48, 51(2), 51(4)–(5); ICRC, 2005, Rules 1 and 7), proportionality (AP I, Art. 51(5)(b); ICRC, 2005, Rule 14),
and precautionary measures (AP I, Art. 57; ICRC, 2005, Rules 15–21) in relation to attacks. International actors
have also addressed legal reviews of new weapons, means, and methods of warfare (AP I, Art. 36); repressing
grave breaches of IHL (AP I, Art. 85; ICRC, 2005, Rule 158); and many other IHL obligations.

The multilateral debate on AWS has generated useful clarifications, notably with regard to what IHL has been
interpreted to demand of the operators of AI systems involved in certain aspects of the use of force (CCW, 2019;
Copeland, Sanders, 2021). In our view, for example, there are strong arguments to assert that securing respect
for IHL would require a state to ensure that one or more natural persons acting on its behalf can and will take
sufficient measures at least to reasonably: 1) foresee that the effects of the system will not be unlawful (which, in
turn, presupposes a sufficient understanding of the system’s performance and behaviour); 2) administer the
system in a manner that ensures that its operations and effects are lawful; and 3) trace the operation,
performance, and effects of the system back to the relevant natural person(s) to help ensure accountability
(Boulanin, Bruun, Goussac; 2021; Lewis 2022).

Many questions remain open as to how these conditions would need to be implemented in practice. One
dimension of that the intergovernmental debate that stakeholders have not yet sufficiently addressed relates to
how the web of interdependencies underlying the development and application of AI tools may affect those
conditions.

Interdependencies and IHL compliance

As part of its efforts to respect IHL, a party to an armed conflict must take steps to ensure both that any AI tool
that it might employ can and will be used lawfully and that, if unlawful behaviours or effects do occur,
accountability can and will be upheld. This two-fold set of obligations can be meaningfully undertaken, in our
view, in part by recognising and addressing the complex of interdependencies and associated responsibilities
that operate at least at three interconnected levels.

One level — the socio-technical level — relates to dependence by the natural persons who use the AI tool on
technical aspects of that system. Using an AI tool entails, by definition, relying on certain technical means to
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execute a specific task (ICRC, 2019). The extent to which the operator of that AI tool can employ it lawfully and
otherwise responsibly will arguably be determined by at least three sets of factors. A first factor concerns the
extent to which natural persons understand how the tool works and how reliable it is. A second factor concerns
the extent to which an operator of the tool will be able to foresee the likely performance, behaviours, and effects
of its employment in a specific circumstance. And a third factor concerns decisions by natural persons to
implement corresponding limits or controls with respect to the tool (Boulanin, Davison, Goussac, Carlsson,
2020). For example, the person responsible for deciding whether to employ an AI tool to assist in target
acquisition should, we think, know whether the tool is likely to mistake a civilian bus for a tank and not use an
unreasonably risky tool in environments where those buses and tanks may be close to one another.

A second — group — level concerns dependence by operators of the AI tool on the conduct of other natural
persons involved in its development or employment. As with the conduct of modern warfare in general, IHL
implementation is a collective exercise. A significant aspect of the extent to which an operator of an AI tool can
make a meaningful evaluation of whether and how a tool may lawfully be used is determined partly by the
conduct of, and the interactions between, multiple people involved in the development and other phases
preceding employment. A commander who decides to launch an attack reliant on an AI-based target-recognition
tool needs to be able to trust, for instance, that — at the relevant point(s) in time — the developers designed a
reliable tool; a legal adviser provided adequate guidance concerning the circumstances under which the tool may
or may not be used lawfully; and the people who planned the attack obtained sufficient information concerning
the presence or absence of people or objects that are protected under IHL (Massingham, McKenzie, 2021). A
lack of due care on the part of these people could expose the commander or an operator of the AI tool to the risk
of having unwittingly conducted an attack with an unlawful effect or an otherwise undesirable outcome (Bo,
Bruun, Boulanin, 2022).

A third — state — level concerns dependence by the operator of the AI tool on the development and
administration of a state-level system of responsibility (Geiss, 2021; Crootof, 2022; Boutin, 2022). The ability of
the various people involved in the design and use of an AI tool to effectively work in concert to ensure that the
use of that AI tool is undertaken responsibly depends partly on the implementation of policies and processes
related to legal reviews of new weapons, means, and methods of warfare, provision of legal advice, and
instructions on the law. That ability also requires the state to provide sufficient technical mechanisms and
measures to ensure that a person responsible for using an AI tool can effectively rely on other actors in the
system — for example, through testing and evaluation processes. As another example, that ability would also
require organisational measures to help ensure accountability in case wrongful incidents occur, such as by
establishing requirements for documentation and processes for facilitating administrative and criminal
investigations as applicable.

These levels of linked interdependencies — particularly the last two — have not been systematically considered
in international policy conversations on AWS or on “Responsible AI” in the military sphere. Yet understanding
their relationships is critical to the discussions on IHL compliance and responsible behaviour more generally.
That is partly why we think the notion of responsible reliance may have value. In our view, this concept could
help the policy conversation expand from its current relatively narrow focus on interactions between an AI system
and its end-user to also encompass the interdependencies involved in fulfilling legal obligations at the group and
state levels as well.

What we mean by “responsible reliance”

To help prevent unlawful behaviours or effects and to help ensure accountability, a state ought to devise and
maintain a framework that ensures that natural persons involved in the development and use of a military AI tool
can responsibly rely on the tool’s technical aspects, on the other members of the group, and on the state itself.
Three basic conditions of responsible reliance could be the following:

1. Natural persons involved in the development and use of an AI tool in an armed conflict need to be able to
rely on the technical system and on their fellow group members in order to sufficiently foresee and administer
the tool’s behaviour, performance, and effects. This aspect will entail implications for the design of the tool
and the processes involved in ascertaining, testing, evaluating, and validating the performance of the tool,
including its computational and constructed components.

2. Natural persons involved in the development and use of an AI tool in an armed conflict need to be able to
rely on what the other relevant actors did to help ensure that the tool’s behaviour, performance, and effects
are lawful. For example, those involved in developing and testing the tool will need to carry out their
responsibilities in a way that permits the person tasked with deciding whether to employ the tool to discharge



applicable responsibilities in turn.
3. All the people involved need to be able to rely on what the other relevant actors — including the state itself

— did with respect to helping to ensure that natural persons who do not act consistently with IHL can and will
be held to account. This aspect will require building (or, at least, adapting) and executing a scheme at the
state-system level to ensure that each person whose actions or omissions may implicate the legality of the
behaviour or effect of the tool should understand their respective responsibilities. Through such a system, a
state could help ensure that a natural person who is acting on its behalf and who fails to carry out her
responsibilities — and who thereby breaks the chain of dependency on which others rely — is answerable
and liable to be called to account.

Why and how is responsible reliance a useful notion

From our perspective, a state cannot satisfactorily claim that it is employing a “Responsible AI” approach without
at least recognizing and addressing comprehensively the linked levels of interdependencies and associated
responsibilities that structure aspects of IHL compliance concerning use of AI tools in connection with armed
conflict. In its efforts to define what constitutes “Responsible AI” in the military domain, a state may use the
notion of responsible reliance, we assert, to help recognize and address these interdependencies systematically.

If applied prudently, we submit, this new notion can form part of a wider analytical, normative, and operational
framework on “Responsible AI” in the military domain. It could, among other things, serve as a basis on which to
articulate legal requirements, prohibitions, and permissions across diverse areas, from the design of AI tools to
human-machine interactions to the configuration of responsible-command frameworks. Furthermore, the notion
of “responsible reliance” could arguably assist relevant actors in ascertaining commonalities and distinctions
among various accountability frameworks, including with respect to state or international-organisation
responsibility for a breach of IHL, individual criminal responsibility for an international crime (such as a war
crime), and corporate liability under an applicable framework.

To be certain, our proposal to devise and maintain a framework for “responsible reliance” does not resolve all the
questions around what respecting IHL entails in the adoption of AI by a military. Much more action will be
necessary to clarify the contours of what IHL permits, requires, and prohibits. Yet, we think, this responsible-
reliance framework provides a useful lens through which to pursue such clarification efforts.

Finally, while we have focused on IHL compliance, we submit that this notion could also be useful for recognizing
and addressing other ethical and policy concerns and commitments. For example, intergovernmental debate on
AWS has involved discussions concerning the desirability, or not, of developing and instantiating a concept of
“meaningful human control” (or a similar formulation) pertaining to the use of force, including with respect to
autonomy in configuring, nominating, prioritizing, and applying force to targets. We do not aim for our
“responsible reliance” framework to reject or supplant that concept. Rather, we think that the responsible-reliance
notion can help complement efforts by concerned actors to evaluate and, potentially, concretise an array of new
normatively and pragmatically grounded regulatory ideas in this area. Further research and policy engagement
are therefore warranted in these and other connections as well.
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4.3 Who is controlling whom? Reframing “Meaningful Human
Control” of AI systems in security37

Markus Christen38, Thomas Burri39, Serhiy Kandul40, Pascal Vörös41

Decisions in security contexts, including armed conflict, law enforcement, and disaster relief, often need
to be taken under circumstances of limited information, stress, and time pressure. Since AI systems are
capable of providing a certain amount of relief in such contexts, such systems will become increasingly
important, be it as decisionsupport or decision-making systems. However, given that human life may be
at stake in such situations, moral responsibility for such decisions should remain with humans. Hence
the idea of “meaningful human control” of intelligent systems. In this opinion paper, we outline generic
configurations of control of AI and we present an alternative to human control of AI, namely the inverse
idea of having AI control humans, and we discuss the normative consequences of this alternative.

Introduction

“Humans must retain control of AI and autonomous systems.” This imperative underlying political, ethical, and
legal initiatives is particularly relevant when AI is used in security. AI is used for security purposes in the context
of this opinion paper, when intelligent systems are deployed in military, law enforcement, emergency response,
and rescue operations.

Actors in the security domain have clear motivations to involve systems that critically rely on machine intelligence
(including Artificial Intelligence; AI) in order to operate autonomously. Decision-making in security contexts often
happens under psychological stress, time pressure and uncertainty. It may be that there is insufficient information
or, conversely, too much information to be processed in a short time. Furthermore, human security actors on the
ground are often confronted with high personal risks, which may be reduced by using autonomous systems. For
example, the use of bomb disposal robots has reduced the loss of human lives in the US Army in the wars in Iraq
and Afghanistan (Singer, 2009). Furthermore, the military’s interest lies in reducing operating costs and
personnel. Other drivers include the potential for force multiplication through multiple, low-cost systems and
reduced dependence on communications links through increased autonomy of systems. However, for a system
to act properly to fulfill those motivations, a minimal degree of autonomy will be required.42

Despite the advantages of autonomous systems in security, many challenges remain, e.g. how to create
algorithms that equal human understanding of the world or reason about complex tasks, and to design versatile
machines that can adapt to a wide variety of environments. To carry out missions in an armed conflict, intelligent
systems must be able to recognize, classify, plan and decide on persons and objects while responding to threats
in complex environments. To adapt to ongoing changes and be able to operate without human supervision,
intelligent systems are in need of an increased capacity for learning. Here, technical and scientific developments
have revealed a significant tension. Modern machine learning algorithms, especially from the field of Deep
Neural Networks, impress with highly precise technical results. However, it is no longer guaranteed that machine
learning processes and decisions can be understood because of the complexity of such deep learning systems,
also known as black box systems. Since comprehensibility and traceability are essential features of scientific
work, extensive research is done today to make AI explainable (Explainable AI). Understanding why and how
machine learning algorithms come to certain output is also central for assessing legal, ethical, and economic
risks.
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So far, there is a consensus that humans should remain involved sufficiently in decision-making processes.43
This consensus rests also on the fact that decision-making in security involves human causalities in various
ways: military operations involve killing of combatants and the risk of collateral damage, rescue operations may
involve balancing risks for victims and rescuers or decisions on whom to rescue. Such high-stake decisions are
embedded in deep cultural assumptions such as sacrificing human life for a greater good or guilt and shame
when failing to save someone. When humans die in combat, policing or rescuing, we need to know whether their
death was legitimate, who was responsible for it, and we may want to punish actors. We call this the “moral
nature” of security decisions.

Intelligent systems risk falling short in addressing the moral nature of security decisions. They may, namely, be
considered illegitimate killers breaking the martial law (Skerker, 2020), may not be able to explain why certain
persons were targeted (Altmann, 2019), and there may not be a reasonable punishment for them (Sparrow,
2007).

Such considerations clarify why the notion of ‘meaningful human control’ was first developed with lethal
autonomous weapon systems (LAWS) in mind. The term was minted within the Convention on Certain
Conventional Weapons as a point of convergence to ensure that the use of autonomous weapons complies with
basic principles of international humanitarian law; i.e. distinction, necessity, proportionality, and humanity (see
Human Rights Watch, 2012; ICRC, 2018; Campaign to Stop Killer Robots, 2019). The notion of meaningful
human control has been expanded beyond LAWS as part of various international initiatives aiming to establish
governance with regard to AI and involving a broad range of actors: associations (e.g. IEEE, 2019), companies
(Intel, 2017; IBM, 2018; Google, 2018), nongovernmental organizations (Asilomar, 2017), and international
organizations (EU, 2019; OECD, 2019; Council of Europe, 2020; UN Secretary General, 2019; Winfield, 2019,
alone listed 22 initiatives). Many of these initiatives discuss control of AI and autonomous systems as a key
dimension of governance.

Despite this momentum to ensure human control, the precise implications of human control of AI and
autonomous systems remain unclear and unexplored. What does ‘meaningful human control’ mean? When is an
autonomous system effectively under such control? Serious doubts persist as to whether the term stands for
substantive consensus regarding controlling LAWS at all (Crootof, 2016), is of a purely political nature (Marauhn,
2018), devoid of substance (Burri, 2019), or has been ill-defined (Canellas, 2015; compare with Green, 2022). In
response to such doubts, lawyers have attempted to fill the term ‘meaningful human control’ with substance
(Scharre & Horowitz, 2015), while computer scientists have shown that all definitions so far proposed could still
result in a mismatch between assigned functions and responsibility (Canellas, 2015).

On a more fundamental level, in both philosophy and law, control of one’s actions is considered a necessary
requirement for responsibility (Morse, 1994; Fischer & Ravizza 2000). As Sparrow (2007) has argued forcefully,
when a LAWS commits a war crime, it is not evident who should be held responsible, or whether anyone can be
held responsible at all. The question whether such ‘responsibility gaps’ can arise has generated considerable
debate (cf. Roff, 2014; Sassolí 2014). In international law, the existence of such gaps is relevant for both a
humanitarian law that remains operable even with autonomous systems as well as state and individual criminal
responsibility where the so-called standard of ‘effective control’ determines attribution (see ICJ Nicaragua v. US
(1986), partly conflicting with ICTY Tadíc (1999)).

In this opinion paper, we refer to those discussions on meaningful human control and push our reflections on the
notion as follows: First, we discuss basic configurations of control that involve both human and AI systems.
Second, we outline some problems associated with the current focus on controlling AI systems (the “human
oversight model”) that emerged in recent empirical studies we conducted. Third, we present an alternative model
framed as “AI control of human deciders through consultancy with veto-power”. We then sketch some normative
consequences of this model.

Basic configurations of control

Before outlining basic configurations of controlling decision-making in security, we briefly sketch our
understanding of ‘artificial intelligence’, since AI as a notion is notoriously fuzzy (for the notion of ‘autonomous
system’, see footnote 1). Following a standard typology of computer science, ‘artificial intelligence’ refers to the

43For the purpose of this comment, we do not enter into the debate of taking humans completely “out of the loop” (see, e.g.,
Wagner, 2011).
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attempt to replicate understanding and learning by means of an artifact, focusing primarily on either thought or
action, as well as aiming for either a rational ideal or a replica of human capabilities (Russel & Norvig 2010).

This attempt usually begins with a choice which technology to use. ‘AI technology’ thus means the individual
functions that can be implemented in computers to achieve artificial intelligence, e.g., a specific machine learning
model. However, such algorithms by themselves are not operatively useful in decision-making contexts. They
need to be implemented in an ‘AI system’, i.e., a structured, context-dependent combination of AI technologies
for the purpose of achieving artificial intelligence. For example, a rescue robot equipped with various types of AI
technologies – one for object recognition, one for gate control etc. – may constitute a system. Finally, we
understand the term ‘AI decision’ as the conclusion of an AI system with real-world consequences.

It is important to note that AI decisions are never totally independent from human decision-making. Humans
make design decisions on how to combine AI technologies to constitute an AI system; humans decide whether or
not to use an AI system in a specified context; and humans interact with a system in various ways, for example,
training it with data – i.e., choosing which data to use –, controlling some of the system’s operations, auditing and
maintaining it, which in turn affects the decision-making capability of the system, etc. Thus, the idea of systems
that are “fully autonomous” – let alone “superintelligent” – and thus entirely independent from human decision-
making is beside the point. At least on a general level, humans have always been – and will always be – involved
in the use of AI systems. Hence, in the following, our discussion is limited to the control of AI systems with regard
to mission-specific tasks in security. This means, in particular, that neither design decisions, i.e., those
concerning the construction of the system, nor strategic decisions, such as whether to use an AI system for a
mission at all, form part of our considerations.

In the context of specified missions – e.g. the conquest of a strategically important position in combat or the
recovery of people buried in a collapsed building – two levels of control can be distinguished (see also figure):44
On the oversight level, responsible actors with decision-making power (“commanders”) are in an position of
oversight and decide upon the tactics to fulfill a mission. We explicitly limit the tasks to be fulfilled on the
oversight level to defining and choosing options with a reasonable potential to contribute to fulfilling the mission;
more general considerations, including, for instance, reflecting on whether a mission is reasonable at all, are not
for the ‘oversight level’ to make.

The operative level concerns the execution of the tasks that are relevant and useful to fulfill the mission goal. On
the operative level, various actors have to take various decisions and make use of tools for this purpose, which
may be technologically sophisticated. When a drone is, for instance, used to map the situation in a disaster area
autonomously, all decisions and tasks associated with the correct use of the drone, e.g. velocity, height, duration
of use, would belong to the operative level. The decision to repeat a drone-based mapping to increase the
probability of detecting victims, meanwhile, would be situated on the oversight level.

The distinction of these two levels is, of course, stylized. Real-world configurations are inevitably more complex
and may require more than one hierarchical level of control. On both levels of control, the main actor can be
either human or an AI system, leading to four possible configurations. In the traditional configuration (A) humans
are present on both oversight and operative levels. The mode of control can be characterized as a “chain of
command”. In security missions, it is usually clear who has which decision powers and responsibilities. For
example, when a war crime was committed, the law draws a distinction based on whether the crime resulted
from misuse or failure of command power or from failure of individual soldiers. The current debate about AI
systems places them on the operative level (configuration B). In this configuration, the notion of ‘meaningful
human control’ best captures the type of control. We will discuss this configuration in Section 3. In this paper, we
propose a third possible configuration (C) where AI has the oversight function and “controls” the human decision-
maker through the functions of consultancy and veto-power. The fourth configuration (D) where AI-systems
control AI-systems on missions is by today’s standards a distant possibility which is beyond the scope of this
paper.

44Different terminologies exist to distinguish between the levels of control. In the military domain, Carl von Clausewitz
(1832/2008; chapter 3) introduced two levels: strategy and tactics. Aleksandr A. Svechin, an officer in the 1920s Soviet Red
Army, first proposed the concept of an operational level (Kipp, 1992). Since 1982, the U.S. doctrine distinguishes between the
strategic, operational, and tactical levels (de Czege and Holder, 1982). In the business context, however, it is more common
to distinguish between strategic, tactical and operational decisions (Amason, 2001). As the term ‘strategic’ usually refers to
high level decisions that go beyond specific missions and given that conflicting differentiations from the term ‘tactical’ exist,
we use the terms ‘oversight level’ and ‘operative level’.



Figure: Outline of basic configurations of control

Challenges in controlling AI

Configuration B is best illustrated by means of a concrete vignette, outlining one of several possibilities of AI
supervision.45 We used the vignette for a study described below (Tolmeĳer et al., 2022) in which an immediate
threat arises due to a terror drone suspected of carrying a bomb towards a sports stadium and causing many
casualties if reaching its target. A defense system is operating drones with net guns that can take down the terror
drone. The defense system is equipped with AI tracks and predicts the terror drone’s flight path, positional data of
the defense drones, data on urban population density and the like. As the terror drone is flying over populated
areas, taking down the terror drone inevitably leads to collateral damage, as the bomb likely explodes as soon as
the drone hits the ground. Based on the available data, the AI system calculates crash zones with expected low
collateral damage and concludes where the terror drone should be taken down. There is human oversight,
though, in the form of an operator receiving options for acceptable crash sites and conclusions from the AI
system as to where to crash the drone. The operator is in a position to either confirm the AI’s conclusion with the
chosen site or veto the AI’s conclusion and choose an alternative site. Thus, the operator supervises the system
and has the possibility to intervene.

The vignette conveys a sense of how challenging it can be in practice to implement human control in
configuration B. A surprisingly low number of empirical studies has investigated this. Since three of us co-
authored a literature review on this (Kandul et al, submitted), we refrain from a deeper analysis for the purpose of
this paper. We only outline some issues briefly that have arisen in two of our substantive studies.

Effective human control of AI relies on the ability of humans to predict AI “behavior”, e.g., recognize when AI is
likely going to commit an error. Humans could then intervene and overrule the AI decision. In a laboratory
experiment (Kandul et al., submitted), we asked participants to predict whether a specific operation AI is
executing will be successful. The experiment involved a lunar lander game in which an AI navigated and landed

45Two basic categories of AI supervision should be distinguished, namely, a first category in which AI systems perform
mission tasks and human supervision involves controlling critical task decisions, whereas performing follow-up tasks depends
on the tasks to be supervised, i.e., supervision occurs under time-pressure. In the second category, the task to be supervised
and follow-up tasks are not dynamically connected, e.g., an AI system in border control deciding whether a person is allowed
to cross the border. In the second category, the decision may be subject to supervision and can be revised. Our vignette falls
into the first category where supervision is arguably more challenging.
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a spaceship on a designated surface within a time limit. For the sake of the experiment, the operation was binary,
resulting either in success or failure, i.e., safe landing or crash. We presented participants with a set of pre-
recorded landings done either by an AI agent or a human expert operator. Participants watched the beginnings of
a series of landings for a certain time and then predicted the success or failure of each landing based on the
observed navigational pattern. Correct predictions resulted in an increased expected monetary reward for the
experiment. Participants have correctly predicted the outcome of landings by the human operator about 10 p.p.
more often than the outcome of landings by the AI agent (68% vs. 58% correct predictions, respectively).
Moreover, participants took more time to make a prediction for the AI agent than for a human operator. This
indicates that predicting the outcome of an AI landing was more difficult. When asked to guess the percentage of
their correct predictions, participants failed to realize the difference in predictability of AI and human landings. We
conclude that controlling AI in this context is more challenging than controlling humans due to lower predictability.
The difference we observed might emerge in other settings where an AI’s approach to task solving is different
from a human’s approach. Our results suggest that although a “human-AI” configuration (B) might be beneficial
in that responsibility attribution seems clear, the overall performance might be improved with an “AI-human”
configuration (C) where predictability of mistakes at the operational level potentially is higher.

In a further study on trust in AI in rescue and military contexts to which two of us contributed (Tolmeĳer et al.,
2022), we asked participants acting on the operative level to make a decision based on either an AI system’s or a
human expert’s recommendation. Alternatively, on the supervision level, participants were asked to evaluate an
AI system or a human expert decision and veto the decision in case they disagreed. The decisions involved
choices among several possible options pertaining to the destinations of the drone, while the options differed in
probabilities and the number of people affected by the decisions. The choices embodied an ethical dilemma,
namely a tradeoff between the expected number of people who could be helped and the probability that at least
some persons would be helped. Participants were put under time pressure. Two observations emerged from this
study. First, the level of control – operational or supervisory control – does not seem to affect people’s level of
trust in the expert. Participants equally trusted the recommendation and vetoed the decision made by others.
Second, the AI system scored higher as an expert on a trust scale but lower on a moral responsibility scale.
These results indicate that humans may be willing to delegate high-stake decisions to AI, as they believe that AI
performs well in decisions in this context. However, humans believe that AI is less morally responsible than a
human expert. This, in turn, indicates that the possibility to assign responsibility will also be relevant for the
control configurations we discuss in this paper.

What would be the implications of an AI “controlling” a human operator?

The results of our experiments draw the commonly accepted “human-AI” configuration (B) into doubt. First, it
might be challenging for humans to exercise control of AI, especially in cases where AI predictability is low.
Coming back to the motivations to include AI systems into security decisions, human control of AI may not
decrease information management problems, as higher speed on the operative level implies less
understandability. Second, if humans retain the power to take decisions, they could end up with the moral
responsibility for the mistakes the AI committed. In other words, humans risk becoming “moral scapegoats” for
mistakes operative AI systems committed. This could be considered the “moral price” to be paid for better
decision making resulting from the configuration as a whole.

The two doubts just discussed usher in the configuration “AI-Human” (C). Concerning the first doubt, AI “control”
of human actors also tends to address information management problems, while still increasing decision speed.
As to the second doubt, since the moral dimension of decisions in security tends to manifest on the operative
level where the sacrifice of human life occurs, the “AI-Human” configuration (C) where the human operator is
retained as the main actor on the operative level offers a stronger coupling of the moral action with the moral
agent, i.e. the human, than the inverse configuration (B). The risk that humans become “moral scapegoats”
correspondingly decreases. The human acting on the operative level (C) is still able to exercise its freedom and
act against the AI “controlling” it. In case of mission failure, the human actor will be rightfully blamed.

The vignette in section 3 again serves as a good illustration. Configuration C would appear as follows in the
context of the vignette. While the problem to solve remains the same, namely a terror drone menacing a sport
stadium with collateral damage being unavoidable, a system is now in place in which an AI continues to serve for
basic functionalities, namely, to inform the human operator but not to decide or recommend anything about the
further course of action, e.g., predicting the flight path of the terror drone or identify and display crash sites. The
decision where to go is up to the human operator who is in the position to fuse relevant sensor information. If the
AI system detects indications for decision error due to operator stress or the operator indeed makes a clearly
wrong decision, the AI system would intervene. Essentially, the main difference between configurations B and C
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is the sequence of decisions: In configuration B, the AI decides first, and the human has the possibility to change
this decision – while the AI decision likely trumps the human judgment factually –; in configuration C the human
decides first, and the AI has the possibility to alter this decision.

Let us analyze the configurations B and C under these premises in moral terms by assuming a “bad choice”.
Under configuration B, the AI decides to crash the drone in the park because the available data indicates that this
is not a heavily populated area and collateral damage, accordingly, is low. The human supervisor, preoccupied by
the AI’s recommendation, does not check the specifics of the people in the park to be fast with the decision.
Consequently, no intervention takes place. The choice turns out to be a bad one, though, because the local
kindergarten happened to have its annual garden party in the park; although the number of persons in the park
was indeed lower than at other crash places, many children died because of the AI decision. Consequently, the
expectation is that the blame will not be assigned to the AI but rather the human supervisor who, however, could
hardly have second-guessed the decision. In configuration C, in contrast, the human operator may base the
decision on “human” perception by checking the specifics of the people and decide to bring down the drone
somewhere else where more people are likely to die. The AI system would intervene and recommend the park –
and now the human operator can finally decide and take the moral responsibility. Thus, in configuration C, a
moral choice is made that is relatively clearly attributable to a human agent.

Before implementing the “AI-Human” configuration (C), several points need to be looked at closely. First, it must
be ensured that AI performs well in “controlling” humans. AI must notably be able to predict human mistakes, at
least on par with humans predicting humans’ mistakes. Second, protocols must be established for actions upon
AI recommendation so that responsibility attribution is clarified. Third, one must ensure that AI supervision
reduces psychological stress and uncertainty for the human actor. As the supervising AI generates additional
input to the human actor and thus may increase time pressure, trade-offs with respect to mechanisms that
decrease time pressure, e.g., because the AI is superior in identifying valuable options, need to be evaluated.
Fourth, an AI veto power needs to be considered with a view to preventing obvious human errors. This, in turn,
implies an answer to the question under which conditions humans may override an AI veto.

In sum, while changing the (theoretical) control configuration from “Human-AI” (B) to “AI-Human” (C) is unlikely to
resolve all issues of complex human-AI interactions in security decisions, rethinking control in the light of the
possibility of AI “controlling” humans (configuration C) may help us conceptually and lead to a sounder
distribution of moral responsibility.
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4.4 The Need for and Nature of a Normative, Cultural Psychology
of Weaponized AI

By Rockwell Clancy46, Ingvild Bode47 and Qin Zhu48

The use of AI in weapons systems raises numerous ethical issues. To date, work on weaponized AI has
tended to be theoretical and normative in nature, consisting in critical policy analyses and ethical
considerations, carried out by philosophers, legal scholars, and political scientists. However, adequately
addressing the cultural and social dimensions of technology requires insights and methods from
empirical moral and cultural psychology. To do so, this position piece describes the motivations for and
sketches the nature of a normative, cultural psychology of weaponized AI. The motivations for this
project include the increasingly global, cross-cultural and international, nature of technologies, and
counter-intuitive nature of normative thoughts and behaviors. The nature of this project consists in
developing standardized measures of AI ethical reasoning and intuitions, coupled with questions
exploring the development of norms, administered and validated across different cultural groups and
disciplinary contexts. The goal of this piece is not to provide a comprehensive framework for
understanding the cultural facets and psychological dimensions of weaponized AI but, rather, to outline
in broad terms the contours of an emerging research agenda.

Introduction

Work on the use of AI in weapons systems has tended to be theoretical and normative in nature, consisting in
critical policy analyses and ethical considerations, carried out by philosophers, legal scholars, and political
scientists (Bhuta, Beck, Geiss, Liu, & Kress, 2016; Bode & Huelss, 2022; Horowitz, 2016; Roberts et al., 2021).
However, understanding the social and cultural dimensions of technologies – such as issues in value pluralism
and technical systems – requires an understanding of (1) what people actually think about issues of right and
wrong regarding the development and use of technologies and (2) how these perspectives are affected by
culture.

To do so, this position piece describes the motivations for and sketches the nature of a normative, cultural
psychology of weaponized AI. The motivations for this work are the increasingly global, cross-cultural and
international, environments of contemporary technology, counterintuitive nature of normative thoughts and
behaviors, and shortcomings within normative, principle-based approaches to technology ethics. The nature of
this project consists in developing standardized measures of AI ethical reasoning and intuitions, coupled with
questions exploring the development of norms as a conceptual alternative to values, administered and validated
across different cultural groups and disciplinary contexts. The goal of this piece is not to provide a
comprehensive framework for understanding the cultural facets and psychological dimensions of weaponized AI
but, rather, to outline in broad terms the contours of an emerging research agenda.

Motivations

Better understanding the social and cultural dimensions of technologies requires insights and methods from
empirical moral and cultural psychology. This necessity stems from the (1) global nature of technology and (2)
counter-intuitiveness of normative thoughts and behaviors.

Global nature of technology

Technology is evermore global, spanning different cultures and countries, with peoples from diverse disciplinary,
national, and cultural backgrounds working together as never before (Clancy & Zhu, 2021; Luegenbiehl &
Clancy, 2017; Wong, 2021). As technology is deeply social, this presents two distinct sets of challenges for
technology ethics: (1) determining the effects and implications of technology is challenging, since many
individuals typically contribute to the development and implementation of technologies, but these individuals are
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often removed in time and space from those affected by their work (Van de Poel, 2016, 2017; Van de Poel &
Royakkers, 2011; Zhu, Martin, & Schinzinger, 2022); (2) determining which effects and implications should be
addressed becomes challenging, since people have different understandings of “ethics,” since disciplinary
backgrounds, cultural commitments and socialization, and national priorities affect understandings of and
attention given to the effects and implications of technologies (Dennis & Clancy, 2022; Luegenbiehl, 2010;
Wong, 2021; Zhu & Jesiek, 2017). Addressing these challenges requires empirically informed, culturally
responsive insights and methods.

Empirical work is needed, exploring the extent to which practices and views regarding different technologies
converge or diverge across cultures and countries (Clancy & Zhu, 2021; Dennis & Clancy, 2022). This would
include reassessing the centrality of values in understandings of the cultural and ethical dimensions of
technology, represented by the influential VSD (value-sensitive design). Counter-intuitive findings related to the
nature of normative thought and behaviors – and how these are affected by culture – call into question the
adequacy of value-based approaches to technology.

Counter-intuitiveness of normative thoughts and behaviors

VSD considers the roles of values in the development and employment of technologies, for instance, how
technologies contribute to or detract from the realization of values among various stakeholders (Friedman &
Hendry, 2019). Values are typically conceived as (1) long-standing (2) beliefs or ideas (3) about which states
are worth pursuing (4) that affect one’s behaviors (Kulich & Zhang, 2012). However, work within VSD has
tended to focus on limited sets of values, such as fairness and care (Clancy, Zhu, Martin, & Bombaerts, 2022).
While these values are characteristics of technology-ethics-related concerns among individuals from WEIRD
(Western educated industrialized rich and democratic) cultures, this focus is also somewhat idiosyncratic to
individuals from these cultures (Henrich, 2020; Henrich, Heine, & Norenzayan, 2010). Non-WEIRD cultures
tend to conceive of ethics in terms much broader than fairness or care alone (Haidt, 2012; Shweder, Much,
Mahapatra, & Park, 1997).

Further, it is unclear that values do the work they are supposed to when considering the extra-technical,
cultural and social, dimensions of technology. First, values are not especially predictive of either judgments or
behaviors, since these are affected by unconscious, environmental factors (Bazerman & Tenbrunsel, 2012;
Greene, 2014; Haidt, 2012). Next, values better predict behaviors among some cultural groups than others
(Knafo, Schwartz, & Levine, 2009). Third, values are not distinctive of cultural groups, since groups belonging
to the same culture often subscribe to different values (Smith, 2010; Talhelm et al., 2014). Failing to appreciate
these counterintuitive findings and the actual nature of normative thoughts and behaviors can have negative
consequences.

For example, research exploring the effects of formal AI ethics guidelines and training within organizations has
found that these have no effect on decision-making involving AI (Hagendorff, 2020; Rességuier & Rodrigues,
2020). This is somewhat unsurprising, since understandings of and compliance with normative guidelines are
not primarily the result of rational, individual considerations. Rather, they are affected by social, cultural, and
environmental factors (Bicchieri, 2016; Reiber & Garcia, 2010). Ensuring the ethical development and use of
technologies requires a better understanding of normative thoughts and behaviors. To do so, insights and
methods from empirical moral and cultural psychology can be usefully brought to bear on ethical
considerations related to technology.

Developing a framework to study norms regarding weaponized AI

Although there are many ways insights and methods from empirical moral and cultural psychology could be
brought to bear on ethical considerations related to technology, the approach proposed here consists in
developing and carrying out quantitative research that captures explicit and implicit views among different
stakeholders regarding (1) the development and use of AI in general and regarding weapons systems
specifically and (2) how these are related to norms.

Quantitatively assessing views on the development and use of AI

Like work on the ethics of weaponized AI specifically, work on AI ethics in general has tended to be normative
and theoretical in nature (Coeckelbergh, 2020; Müller, 2020). Of the empirical work that does exist, most of it
has been small-scale and qualitative in nature (Ghotbi & Ho, 2021; Ryan et al., 2021). Although useful first
steps, quantitative research should supplement these approaches, addressing gaps in the current research.
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For example, it is unclear if the perspectives of policymakers reflect those of the public, as well as if or how
stakeholder views converge or diverge, and how these are related to national, disciplinary, and professional
backgrounds. Such differences have been observed regarding conceptions of health and ethical judgments
across cultures and professions (Leeman, Fischler, & Rozin, 2011; Ransohoff, 2011), motivating an expectation
of these differences regarding AI. However, adequately addressing these questions requires systematic inquiry,
involving large, diverse samples. Such samples are difficult to acquire and analyze with interviews and open-
ended responses alone. Not only are standardized surveys easier to administer and analyze, but these methods
can also be used to “triangulate” research findings, confirming similar results using multiple methods.

Further, while participants can share their explicit perspectives on the development and use of AI in interviews
and responses to open-ended prompts, alone these methods risk neglecting implicit views, views that could be
better understood by forcing participants to choose, for instance, between accuracy in outcomes and
transparency in processes while using AI-enabled apps. Implicit views and intuitions typically play a more
significant role in ethical judgements and behaviors than explicit views and reasoning.

As a result, measures used to study ethics in these terms – such as the DIT (Defining Issues Test)/DIT 2, MFT
(Moral Foundations Questionnaire), and outcome- versus process-based dilemmas (Bebeau, 2002; Graham et
al., 2011; Greene, 2014; Greene et al., 2009; Haidt, 2012; Narvaez & Bock, 2002; Rest, Narvaez, Thoma, &
Bebeau, 1999) – could be adapted to AI ethics specifically, for example, including items such as, “Would you
prefer using an AI-assisted program that was: a. 75% accurate and could explain 25% of its decisions; b. 95%
accurate and could explain 5% of its decisions?” These measures could assess the relative importance attached
to different kinds of AI ethical concerns, for example, accountability, responsibility, control, and autonomy. Factors
such as national, disciplinary, and professional background could be treated as input variables, helping to identify
significant differences between types of stakeholders. However, this work would only help to identify AI ethical
perspectives, and how these differ among groups. Additional research would be needed to understand the
sources of these perspectives and differences.

Why and how to use insights and methods from norm psychology

Because of the reasons discussed above, rather than values, norms should become a conceptual focus of
research within technology ethics. A growing interdisciplinary consensus between philosophy and anthropology
has conceived of norms as (1) rules about which kinds of (2) behaviors are (3) required or forbidden, which are
reinforced/stabilized/internalized through (4) sanctioning mechanisms that (5) facilitate cooperation.49

On this understanding, norms are closer to and more directly concerned with behaviors than values. For that
reason, they are easier to identify and measure than values, which can only be discerned indirectly, based on
testimonies. Although their natures differ from culture to culture, norms are central to all known cultural groups:
All groups have norms and sanctioning systems, identifying, promoting, and proscribing specific behaviors
(Henrich, 2015b; Stich, 2017). As such, norms would be more appropriate candidates for cross- and inter-cultural
studies than values.50 Further, a focus on norms in general would help to further distinguish between formal and
informal norms, relevant to weaponized AI.

The nature of formal norms and their corresponding frameworks are well represented in laws, where explicit
rules and sanctioning mechanisms are clearly articulated.51 Laws/legal frameworks have tended to be the focus
of work on AI in weapons systems – for instance, how these systems would (not) fit into existing regulatory
frameworks, provisions to be added, and so on (Bhuta et al., 2016; Crootof, 2015; Mauri, 2022; Seixas-Nunes,

49This characterization is based on (Bicchieri, 2016; Chudek & Henrich, 2011; Sripada & Stich, 2007). However, debate exists
concerning the nature of norms/norm systems. See (Kelly & Setman, 2020) for a helpful overview. Understandings of norms
in the field of international relations – in which one of the authors does most of her work – are quite different from the
characterization provided above. See (Bode & Huelss, 2022) for an account oriented in scholarship on international relations.
50The importance attached to values, one could argue, results from Western-centric, individualistic biases, where the pursuit
of preferred states is given exaggerated importance in decision-making, rather than, for example, expectations about what
others are doing or expect one to do (Bicchieri, 2016). One might argue that expectations about what others are doing or
expect one to do is indicative of a preferred value, for example, harmony or community. However, this response supposes
that individuals initially stand apart from/are different from groups. Independent conceptions of personhood such as these are
in the cultural and historical minority. Most peoples, in most places, throughout most of time have conceived of themselves in
interdependent terms, as thoroughly embedded in communities (Henrich, 2020; Nisbett, 2010).
51 In reality, this might not always be the case. For example, international law is affected by diplomatic negotiations, which
always involve a degree of ambiguity.



2022). However, laws are only effective/legal frameworks only matter when they exist in and are supported by
broader, informal norms and corresponding institutions. This is part of the reason so many well-intentioned
international interventions and organizational policies fail – formal frameworks are unsupported by or clash with
informal institutions (Acharya, 2004; Davidson & Kelly, 2018; Henrich, 2015b, 2015a, 2020; Kelly & Davis, 2018;
Wiener, 2018; Zimmermann, 2017). Such insights have resulted from a growing body of interdisciplinary work in
recent years, comprised by those working in philosophy, psychology, anthropology, and economics (Bicchieri,
2016; Gelfand, 2018). Given the breadth of this work and importance of norms, these frameworks can be used to
organize existing findings, as well as conduct original research on the development and use of technologies.

Unlike values, norms only make sense in communities, affected by the behaviors and views of others. For
example, norms about weaponized AI should not be understood in terms of the values of policymakers alone.
Rather, they would be affected by expectations regarding the behaviors and views of diverse stakeholders
including allies and antagonists, political constituents, industry, and so on. This is especially true in the current
global environment, characterized by growing political mistrust and polarization. Since norms concern behaviors,
exploring the nature and development of weaponized AI norms would help to understand the development of this
technology. This might be done by coupling questions related to the development and use of AI, described above
with ones related to the development and spread of norms, for instance, “Consider the question you just
answered. On a scale of 0-5 (0 = not at all and 5 = very much), to what extent do you believe others feel the
same? friends __ , family __ , coworkers __?” This question would allow researchers to assess descriptive
norms and the relative influences of different groups within reference networks (Bicchieri, 2016; Chudek &
Henrich, 2011).

Conclusion

The use of AI in weapons systems raises numerous ethical issues. To date, these issues have been handled in a
normative, theoretical fashion: Questions of right and wrong – what should or should not be done – regarding the
development and use of these technologies have been raised by philosophers, legal scholars, and political
scientists. However, adequately addressing the cultural and social dimensions of technology requires insights
and methods from empirical moral and cultural psychology. This piece has (1) motivated the importance of this
work in general – the increasingly global, cross-cultural and international, nature of technologies, and counter-
intuitive nature of normative thoughts and behaviors – and (2) outlined how this might be done – developing
standardized measures of ethical reasoning and moral intuitions regarding the use of AI and weapons systems to
be administered inter-culturally/-nationally, coupled with questions related to the nature and development of
norms.
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4.5 The Role of Emotions in Responsible Military AI
Jurriaan van Diggelen, Karel van den Bosch, Jose Kerstholt, Jason Metcalfe, and Mark Neerincx52

Emotions play a crucial role in human moral decision making to activate intuition and establish
engagement. Therefore, they cannot be ignored when designing the human interaction with autonomous
systems under meaningful human control. We provide two reasons why emotions are needed in moral
decision making; then we explain consequences for the design of human-AI collaboration, followed by
possible methods, technical approaches as well as a research agenda.

Introduction

Following the rapid rise of military Artificial Intelligence (AI), people have warned against mankind withdrawing
from the immediate war-related events resulting in the “dehumanization” of war (Joerden, 2018). The premise
that machines decide what is destroyed and what is spared, and when to take a human life, would be deeply
morally objectionable. After all, a machine isn't a conscious being, doesn't have emotions like empathy,
compassion, or remorse, and isn't subject to military law (Sparrow, 2007). This argument has sparked the call for
meaningful human control, requiring moral decisions to be made by humans, not machines (Amoroso &
Tamburrini, 2020). The United States have proposed a similar principle, named “appropriate levels of human
judgment”.53 Likewise, the NATO principles of responsible use of AI in Defence (NATO, 2021) state that “AI
applications will be developed and used with appropriate levels of judgment and care”.

While the definition of these principles, and how they should be operationalized, is controversial and under
debate, one thing is commonly agreed upon: the human must play the role of moral agent in military decision-
making (Scharre, 2018). To enable humans to fulfil this role, the human-AI interaction must provide adequate
support for this. Frequently claimed support capabilities are: the AI system must be able to explain its reasoning
to humans (NATO, 2021); the human must be informed sufficiently and timely by the AI (Boardman & Butcher,
2019); and the human must be able to inspect and intervene in the plans and decisions of the AI (Ekelhof, 2019).

Although useful, we contend that such support is insufficient because it only applies to the rational reasoning
processes of moral decision-making. We argue that support should also involve the processing of emotions that
the human experiences, as these intrinsically reflect the human's personal values towards the decision- making
problem. This paper discusses the function of emotions in military moral decision-making and claims that an
appropriate level of emotional involvement is required for all those in the decision-making chain. Finally, we
provide suggestions for the design and implementation of such emotional support.

Human emotions matter in military decision-making

AI-systems are capable of analyzing situations and judging the value of possible actions in rational terms. As AI-
systems do not have emotions, their decisions, -or the decisions they propose to humans-, will always follow
logic and rationality. This is believed by some to bring about superior decisions (Haraburda, 2019). It is
understandable why some regard emotions as detrimental to decision-making. Firstly, emotions are difficult to
standardize and control. In a critical organization like the military, soldiers need to behave in a predictable and
consistent manner, which should not be disturbed by their individual beliefs, momentary fears and desires.
Second, emotions may be poor moral advisors. For example, emotions such as anger might induce feelings of
revenge which may in a military context even lead to war crimes. Thirdly, strong emotions may lead to functional
dropout, such as post-traumatic stress syndrome (PTSS), or decision paralysis. Others however argue that
emotions are important, as they shape the choices of a military decision maker, and help to make decisions
(Zilincik, 2022; Desmet & Roeser, 2015). We too argue that the property of humans to experience emotions is
critically important for the appraisal of decision problems, and that this property enables a human-AI team to
make decisions that are aligned with the conception of morality as adopted by the individual, its organization, and
society. We do not argue that analytical rules should not be used when making decisions in moral situations. In
contrast, such rules are important, and should be used as guide in the decision-making process. We also do not
imply that human emotions should always have the final word in making the decision, because it is evident that
emotions, particularly if they are intense, may distort a person's judgment, causing biased and erroneous

52TNO, Soesterberg, the Netherlands
53https://geneva.usmission.gov/2016/04/12/u-s-delegation-statement-on-appropriate-levels-of-human-judgment/



decisions (Williams, 2010). But we do argue that acknowledging and processing emotions is important as they
enable humans to appreciate what applying a moral rule really means in a given situation; to feel the
consequences of considered decisions. We assert that such emotion-induced feeling of anticipated outcomes is
essential. It helps to feel committed to the upcoming decision, to feel responsible, to feel regret for likely
consequences, and to accept accountability.

We will discuss two functions of emotions that are important for moral decision-making.

Emotions reflect values

Amain function of emotional reactions is to provide the individual with information about the subjective value
attached to the pros and cons of the set of options available (Hartley & Sokol-Hessner, 2018). These emotions
can be directly experienced in the decision situation at hand, but can also play a role in anticipating a particular
outcome (Loewenstein & Lerner 2003). Anticipation means that the decision maker mentally simulates a
particular outcome and the related feelings, for example regret. Whether anticipated or directly experienced, an
emotion informs the decision maker that the situation is appraised as relevant to one’s concerns. Beneficial
outcomes lead to positive emotions, detrimental outcomes to negative ones. As argued by (Schwartz, 2016),
both rational and emotional evaluations are needed for human moral reasoning.

To illustrate this, consider a real-life scenario described by (Scharre 2018): “My sniper team had been sent to the
Afghanistan-Pakistan border to scout infiltration routes where Taliban fighters were suspected of crossing back
into Afghanistan … A young girl of maybe five or six headed out of the village and up our way … frequently
glancing in our direction. It wasn’t a very convincing ruse. She was spotting for Taliban fighters.” Exposed to the
risk of being attacked by the Taliban, the team brought itself to safety again by calling for exfiltration and aborting
the mission. During the mission debrief, the team realized they had another, possibly more “mission-effective”,
option. The girl participated in hostile activities by doing the spotting for the enemy and would have been a lawful
target for engagement. About that option, Scharre writes: “Of course, it would have been wrong. Morally, if not
legally. In our discussion, no one needed to recite the laws of war or refer to abstract ethical principles. No one
needed to appeal to empathy. The horrifying notion of shooting a child in that situation didn’t even come up”.

This example illustrates that human moral decision-making is the result of a complex interplay of many
simultaneous factors, such as sensations, feelings, emotions, and thoughts. Feelings and emotions are often the
first reactions to a situation. They occur automatically and form part of subsequent judgment processing,
providing information about our main concerns, our core values.

Emotions drive motivations and behavior

As emotions reflect our core values, they are the main drivers of motivation and behavior (Zeelenberg et al.
2008). Emotions act as a spotlight that optimizes the usage of our scarce cognitive resources. They may indicate
what aspects of a situation have our focus during the moral decision-making process. Examples are emotions
such as fear or desire of the anticipated outcome, or compassion with or dislike of the persons affected by the
moral decision. However, even though the emotion will trigger a behavioral tendency, emotion regulation
processes may lead to different outcomes. A decision maker could, for example, make a reappraisal of the
situation or refrain from performing the behavior on the basis of a more thorough risks analysis.

Emotions continue to affect the decision maker after the moral activity has been conducted, i.e. retrospectively.
For example, emotions such as satisfaction, joy, sadness and regret, facilitate the decision-maker to reflect upon
the considerations and decision, learn from it, and use that on subsequent occasions. Eventually, this will lead to
the learned behavior being ingrained in their intuition.

Emotional engagement in an AI-driven defense organization

Following our argument that moral judgment necessitates an appropriate level of emotional involvement, we will
now discuss why this is becoming increasingly important as AI-systems become more widely used. Although it is
unclear how AI will exactly change military practice, we can identify a number of trends and predict how they will
affect human emotional engagement.

AI-tools are very well equipped to adopt a purely rational and computational moral reasoning style. Given the
appeal of emotionless moral reasoning (as argued in the preceding section), some researchers have argued that
the rise of AI should be embraced as an opportunity to make warfare more moral (Arkin 2010). There are two
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arguments against this viewpoint. Firstly, it ignores the previously mentioned function of emotions:
acknowledging moral values and motivating behavior. Secondly, it is based on the flawed idea that AI would put
the human out of the loop entirely (Johnson & Vera, 2019).

Although humans may not be present at the moment that an AI-based system autonomously executes a morally
sensitive activity (e.g., due to required reaction time or a lack of connectivity), humans will unarguably be present
in other phases of the operation, such as mission planning, or debriefing. Furthermore, during the development
of an AI-system, human programmers were involved in designing the AI's moral behavior.

For example, consider a future minesweeping operation by Autonomous Underwater Vehicles (AUV’s). The
AUV’s are equipped with preprogrammed behaviors that allow them to inspect and defuse naval mines. During
the planning phase, human navy personnel are responsible for tasking the system. They specify the search
pattern, the available time, and how to act when mines are positioned close to other objects, such as fisher
boats. Weighing the risks of missing an enemy mine against the risk of unintentional damage to fisher boats is a
moral consideration that is conducted during the planning phase. During the mission the AUV performs its
actions fully autonomously, as in underwater operations there are no opportunities for real-time human-robot
communication. During the debriefing phase, the AI informs and explains to the human operators on how the
mission went and suggests potential points of improvement.

This future scenario illustrates that AI still requires human involvement, but that human control is limited to prior
to, and after the operation (Diggelen et al, 2023). Clearly, these mission characteristics have implications for a
human's emotional involvement. It may be expected that during the mission, operators experience low to
moderate levels of emotion, as when the AI makes its critical decisions, the operators cannot monitor the
situation, nor can they intervene at that point in time. However, the impact of the AI's decisions in critical
situations is severe. For developers to properly design decision-making for the AI in advance of the actual
operation, they need to properly appreciate the moral implications of potential decisions. We argue that this
proper appreciation does not arise when the problem is treated as a rational calculation only. Designers need a
proper emotional involvement to feel engaged in the considerations and feel committed and responsible for the
decisions they eventually implement in the system. Without a proper emotional involvement, designers may run
the risk of becoming indifferent to the moral consequences of decisions taken by their AI-system.

Likewise, developers that instruct an AI-based system to act on the battlefield are likely to be less emotionally
involved in the system's decisions and the consequences thereof than soldiers who actually operate on the
battlefield. However, the contrary could also be true. For example, a drone pilot may experience more intense
emotions than a traditional fighter jet pilot. This is because drone operators often closely observe their assigned
targets for an extended period of time using high fidelity video. Because of this, they are likely to see the target
as a human who goes about normal life activities. It is likely that the drone-operator experiences strong emotions
when anticipating the future outcomes of decisions, or when observing their consequences (Enemark, 2019).

Summarizing, deploying AI in military organizations will have severe consequences for how humans are involved
in military missions, and will have disruptive effects on human emotional involvement. Given that emotions play
such an important role in moral behavior, this aspect requires proper attention when developing responsible AI.

Designing for emotional involvement

The first step in the design process is to determine the roles of humans and AI in moral decision-making when
they collaborate, either directly or indirectly. These humans could be programmers, planners, operators, or
commanders. They should all be supported, not only in an analytical-rational manner, but also to appreciate the
morality of the impending decisions. This requires the right level of emotional engagement. Note that higher
emotional involvement is not necessarily better. As argued, emotional experiences have downsides and upsides
for moral judgement. Therefore, determining the right level of emotional engagement is far from trivial and is
currently poorly understood.

The next step should be to design human-AI interactions, which involve emotional appraisals that address the
moral values at stake and can be related to the rational moral reasoning in the decision-making process.

Abstract numbers and symbols may not trigger the required experience for such moral assessments. Dialogues
with a conversational AI-agent (Hagemeĳer, 2020) could provide and request concrete information of the
situation to create appropriate engagement and understanding of the relevant moral aspects. Immersive displays
may also support such assessments, by controlling the perceptual richness of the situation (visuals, sounds,
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tactile, or smell), and by creating a narrative of the situation. In general, such human-AI interactions would help
to sense and weight the moral aspects, accommodating appropriate emotional appraisals and value
assessments.

Conclusion

Emotions play a crucial role in human moral decision-making. They reflect moral values in a person, and they
establish the motivation and engagement required for appropriate moral judgement and care. Therefore,
emotions cannot be ignored when designing responsible military artificial intelligence. Human-AI interaction relies
on asynchronous control of technology, whereby the humans specify in advance what decisions the machines
should take when anticipated events occur later in time. This asynchrony between decision-making and decision-
execution raises novel challenges, such as how to assist decision-makers in comprehending and feeling the
moral impact of potential decisions.

We propose the following research agenda to tackle these. Firstly, we must study which types and levels of
emotion are most appropriate for moral decision-making in various situations, how they represent the values at
stake, and how they interact with rational evaluations. Secondly, we must better understand how these emotions
can be evoked in human-AI interactions, such as in dialogues with conversational agents and sensory and
narratively immersive user interfaces. Overall, we argue that there is a fundamental need to more fully integrate
humans into AI-driven organizations. Attempts to simplify human-AI interaction by parceling out or ignoring
human emotional state run a considerable risk of omitting some of the most valuable information available from
the human counterparts, i.e. their emotions. This, we argue, may lead to instantiating the exact problems that
meaningful human control is meant to avoid.
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4.6 Why a treaty on autonomous weapons is necessary and
feasible

By Daan Kayser54

Militairy technology is developing at a rapid pace and we are seeing a growing number of weapons with
increasing levels of autonomy being developed and deployed. This raises various legal, ethical, and
security concerns. The absence of clear international rules setting limits and governing the use of
autonomous weapons is extremely concerning. There is an urgent need for the international community
to work together towards a treaty not only to safeguard ethical and legal norms, but also for our shared
security. This article explains why a treaty on autonomous weapons is needed and achievable. It goes
into what a treaty could consist of to establish an international norm and set rules and limits on
autonomy in weapon systems.

This article explains why a treaty on autonomous weapons is needed and achievable. It also goes into what a
treaty could look like. A treaty ensuring meaningful human control over the use of force is in the interest of us all
to safeguard international norms and values, as well as our security.

Introduction

A new generation of weapons systems with increasing levels of autonomy is being developed and deployed.55 An
example that received a lot of international media attention was the use of the Kargu in Libya. This multi-rotor
unmanned aerial vehicle can loiter in a designated geographical area searching for a predefined target type.
According to a UN report these weapons systems “were programmed to attack targets without requiring data
connectivity between the operator and the munition”.56 In recent years there has been a large increase in the
number of companies, from a growing number of countries, that are adding autonomous functions to a wide
variety of platforms, from battle tanks, to navy vessels and unmanned aerial vehicles. Until recently it was mainly
the USA, Western Europe, South Korea and Israel leading in this field. Now producers from many countries
including China, Russia, Turkey, and Eastern Europe are developing weapons systems with autonomous
capabilities. While for many of these weapons there is currently still a human operator approving attacks,
technically this human approval can easily be removed.

It is deeply concerning that there is a new generation of weapons systems with increasingly autonomous
capabilities (using automatic target recognition, facial/object recognition, swarming etc), without a clear
regulatory framework on how these weapons should be used in line with legal and ethical norms. Also, there are
no clear legal rules stating which technologies would be fundamentally unacceptable and need to be prohibited.
Therefore there is an urgent need for a treaty that addresses this and ensures meaningful human control over
the use of force and prevents digital dehumanisation.57

55PAX (2021), ‘Increasing autonomy in weapon systems’, https://paxforpeace.nl/what-we-do/publications/increasing-
autonomy-in-weapons-systems
56UN Security Council (March 2021), ‘Letter dated 8 March 2021 from the Panel of Experts on Libya established pursuant to
resolution 1973 (2011) addressed to the President of the Security Council’ https://documents-dds-ny.un.org/doc/UNDOC/
GEN/N21/037/72/PDF/N2103772.pdf?OpenElement

54Daan Kayser is project leader autonomous weapons at the Dutch peace organisation PAX. His work involves research,
campaigning and advocacy. His research work focuses on tracking developments in increasing autonomy in weapon
systems. He also focuses on European positions on autonomy in weapon systems and takes part in the international debate,
for example at the UN in Geneva. PAX works to protect civilians against acts of war, to end armed violence and to build
inclusive peace. PAX works in conflict areas worldwide, together with local partners and people who, just like us, believe that
everyone has a right to a dignified life in a peaceful society. PAX first wrote on the topic of autonomous weapons in 2011. In
2013 PAX, together with a group of international NGOs, set up the Stop Killer Robots campaign. This coalition now consists
of over 180 NGOs in 66 countries. PAX has also been involved in talks with the UN in Geneva on this subject since 2014.

57 In the international debate various terms are used to describe the role of the human operator in the deployment of
autonomous weapon systems. The general UN working language for this is ‘the human element in the use of lethal force’,
which is intentionally broad and vague. Another example of a term that is used is ‘appropriate levels of human judgment’.
While human judgement must be retained, the main goal of the human role should be that they can control the effects of an
attack on the target and its surroundings. Therefor in this article the term ‘meaningful human control’ is used.
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This article outlines why a treaty is necessary and what it could look like.

What are autonomous weapons?

There is not yet one agreed definition of autonomous weapons. It is standard practice that a final legal definition
is agreed on during treaty negotiations.58 Various stakeholders use different definitions, but most will agree that
the definition of the International Committee for the Red Cross (ICRC) contains the central elements of autonomy
in weapons systems and forms a good basis for further work.59 The ICRC defines autonomous weapons as “any
weapon system with autonomy in its critical functions. That is, a weapon system that can select and attack
targets without human intervention.”60 In other words, a weapons systems that can select and apply force to a
target based on sensor inputs, rather than direct human inputs. Once activated by a human user, the weapons
system can apply force to a target without direct human approval for a certain period of time. This means that the
human user does not necessarily know the specific object to be attacked, and the time and place of the attack.
This sensor-based targeting is a function of a weapon system. So a weapon system is functioning autonomously
when the processing of sensor data can automatically trigger an application of force.61 This functionality can be
added to numerous platforms including uncrewed aerial vehicles, tanks and naval vessels.

Figure 1: sensor processing (image by Article 36).62

Debate within the UN

Since 2014, autonomous weapon systems have been discussed within the UN Convention on Certain
Conventional Weapons (CCW). After years of debate it is now clear that a majority of states agree that certain
autonomous weapons should be prohibited and that other autonomous weapons should be regulated.63 These
states see the need to guarantee human control over the use of force and see the need for concrete rules and
measures to safeguard this. Unfortunately, this shared ambition has not yet translated into significant progress,
as the CCW decides by consensus and a small minority of states has obstructed meaningful progress. After nine
years of debate it is time to look for an alternative forum to develop a treaty.

Illustrating growing momentum is the joint statement at the 2022 Human Rights Council that stresses “the
importance of human decision-making over the use of force and the imperative that the human element remains
central in the use of force”. The resolution calls for a study examining the human rights implications of new and
emerging technologies in the military domain.64 Also at the 2022 UN General Assembly seventy states said in a
joint statement that autonomy in weapons systems “raise serious concerns from humanitarian, legal, security,
technological and ethical perspectives”. These states recognize the importance of “elaborating the normative and
operational framework regulating, where appropriate and necessary, autonomous weapons including through
internationally agreed rules and limits.” This group includes Austria, Brazil, Chile, Germany, Japan, Mexico,

63 In the debate at the UN CCW Group Of Governmental Experts on LAWS this is often referred to as the two-tier approach.
62 Ibid

61For more information see Article 36 (2020), ‘Autonomy in weapons systems – considering approaches to regulation’, https://
article36.org/updates/short-approaches-to-regulation/ ; Stop Killer Robots (2022) ‘Our policy position’, https://www.
stopkillerrobots.org/our-policies/

60 ICRC (2016), ‘Views of the International Committee of the Red Cross (ICRC) on autonomous weapon systems’ https://www.
icrc.org/en/document/views-icrc-autonomous-weapon-system

64Human Rights Council resolution (October 2022), ‘Human rights implications of new and emerging technologies in the
military domain’, https://ecnl.org/sites/default/files/2022-10/Res1.pdf

59Daniele Amoroso (2020), ‘Autonomous Weapons Systems and International Law: A Study on Human-Machine Interactions
in Ethically and Legally Sensitive Domains’. (Edizioni Scientifiche Italiane 2020). p. 17.

58There are also disarmament treaties that do not include a definition, such as CCW Protocol on Blinding Laser Weapons
(Protocol IV).
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Namibia, the United States and New Zeeland.65 This growing consensus in various forums shows that a new
treaty is not only necessary, but also feasible.

Given the great speed at which military technology is developing, it is vitally important to develop a new treaty as
soon as possible. This could also happen in another UN forum or a stand-alone process, as was the case with
the treaties banning landmines and cluster munitions.

Concerns

The development of weapon systems with increasing levels of autonomy raises various concerns. Specifically
these concerns are related to autonomy in the use of force (critical functions) and not necessarily to other
functions like autonomous navigation or take-off and landing.

The overarching concern is the loss of human control over the use of force. This has legal, ethical and security
implications. First of all, their use without meaningful human control would not comply with International
Humanitarian Law (IHL).66 The law is addressed to humans and they are responsible for applying it. This requires
combatants who are carrying out an attack to make context-dependent decisions. If they do not know where and
when an attack will take place, or against which specific target, it will be difficult if not impossible to make this
legal judgement. Also there is the question of who would be responsible for violations of international law related
to the deployment of autonomous weapons.

Furthermore targeting humans with autonomous systems raises fundamental concerns. It is ethically
unacceptable to delegate decisions about life and death to algorithms. It goes against human dignity to reduce or
remove human moral agency in the decision to kill. It is dehumanising if people are reduced to data points. Also
legally, targeting humans with autonomous weapons raises concerns. In IHL humans can have a different legal
status depending on the context and their behaviour, from being a protected person to a legitimate target. This
changing legal status of humans increases the risk of protected persons being targeted when autonomous
weapons are used.

There are also several security concerns. If autonomous weapons are developed and deployed without any kind
of regulation, it will lead to more conflict and instability in the world. These weapons will lower the threshold to
waging war and make countries more likely to resort to military force rather than to seek political solutions. Their
unchecked development would likely lead to an arms race, which will have a destabilising effect. Also, it is
unclear how autonomous weapons react and interact with each other, increasing the chance of accidental start
or escalation of conflict. The proliferation of these weapons will make them easier to obtain for a wide range of
actors. Any military advantage they offer will be temporary and limited in nature. Therefore developing rules and
limits are in the interest of countries national security.

These concerns are shared by a wide variety of actors. UN Secretary-General António Guterres has repeatedly
stated that lethal autonomous weapons are politically unacceptable and morally repugnant and that they should
be prohibited internationally.67 The ICRC has stated that “loss of human control and judgement in the use of force
raises serious humanitarian, legal, and ethical concerns” and has called for a new treaty.68 In 2018 and 2021, the
European Parliament passed resolutions calling for an international treaty.69 But there are also call from industry.

For example the German Federation of Industry and numerous individual tech companies have called for a
treaty.70 Last but not least, thousands of scientists in the area of computer science have warned for these
weapons and called for a treaty.71

66The use of weapons during armed is governed by the IHL rules on the conduct of hostilities, including the rules of
distinction, proportionality and precautions in attack.
67UN Secretary-General António Guterres (2019), ‘Autonomous weapons that kill must be banned, insists UN chief’ https://
news.un.org/en/story/2019/03/1035381
68 ICRC (2021), ‘Autonomous weapons: The ICRC calls on states to take steps towards treaty negotiations’ https://www.icrc.
org/en/document/autonomous-weapons-icrc-calls-states-towards-treaty-negotiations
69European parliament (2018), resolution www.europarl.europa.eu/doceo/document/TA-8-2018-0341_EN.html ; (2021)
resolution www.europarl.europa.eu/doceo/document/A-9-2021-0001_EN.pdf

65 United Nations General Assembly (21 October 2022 ), ‘Joint Statement on Lethal Autonomous Weapons Systems First
Committee, 77th United Nations General Assembly Thematic Debate – Conventional Weapons’, https://estatements.
unmeetings.org/estatements/11.0010/20221021/A1jJ8bNfWGlL/KLw9WYcSnnAm_en.pdf

70BDI (2019), ‘Waiting is the biggest risk’ https://english.bdi.eu/article/news/waiting-is-the-biggest-risk/
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What a treaty could comprise

In the international debate various proposals have been put forward on how to address the issue of increasing
autonomy in weapons systems.72 In this section we put forward our thinking on what a treaty on autonomous
weapons should look like.73 A treaty should contain two main elements:

• A prohibition on autonomous weapons systems that:
• cannot be used with meaningful human control;
• have a human as the target profile.

• The regulation of autonomous weapons through the use of positive obligations that guarantee meaningful
human control over their use.

Meaningful human control should be a central element of a regulatory framework. The implementation of this
concept should ensure compliance with legal and ethical norms. Therefore the human user(s) must be able to
predict, control and explain the effects of an attack on the target and its surroundings. This does not mean a
human user controls the weapon system directly, but the implementation of certain positive obligations should
ensure the human user(s) can predict, control and explain the effects. These positive obligations are described
below under ‘regulation’.

Prohibitions

The new instrument should prohibit autonomous weapons that cannot be used with meaningful human control
(fully autonomous weapons). In other words, where the human user(s) cannot predict, control and explain the
effects of an attack. For example, this prohibition would include weapons systems that are able to independently
modify critical mission parameters during deployment with the aid of machine learning. The new instrument
should also prohibit autonomous weapons that have humans as targets. It is unethical to reduce humans to
binary data. Furthermore, this does not respect human dignity given the lack of active involvement of humans in
the decision-making process.

Regulation

The use of autonomous weapons systems that not fall under the prohibitions, should be regulated to ensure their
use meets legal and ethical requirements.

IHL requires that those who plan, decide and carry out an attack must fulfil certain legal requirements.74 This
means the human user(s) must be able to make a context-based decision on the legality of an intended attack.
Positive obligations that ensure meaningful human control are necessary to allow a human user to fulfil their
obligation to apply the law, make a moral judgement, set limits on use, and also to ensure there is a human who
can be held morally and legally accountable. Therefore user(s) must be able to predict, control and explain the
effects of an attack on the target and its surroundings, and make an informed decision whether these effects
meet legal and ethical standards. Therefore a treaty should include positive obligations in the design and use of
autonomous weapons systems. For example:

• The human user should understand the way the weapons system works and the context where the attack
takes place.

• The weapons system should be reliable and predictable.
• The use of the weapons system should be limited in time and geographical area of operation, as well as the

type of targets.

74 ICRC & SIPRI (2020) ‘Limits on autonomy in weapon systems’

73 This section is based on the policy position of the Stop Killer Robots campaign, which PAX co-developed as a member of
the Steering Committee.

72UNODA (2022), ‘CCW GGE LAWS 2022’, https://meetings.unoda.org/ccw/convention-certain-conventional-weapons-group-
governmental-experts-2022

71Future of Life (2016), ‘Autonomous Weapons Open Letter: AI & Robotics Researchers’, https://futureoflife.org/open-letter/
open-letter-autonomous-weapons-ai-robotics/
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The level and form of human control that is required may depend on such factors such as where the system is
deployed, for example the ocean versus an urban area.75 However the implementation of the positive obligations
should ensure the human user(s) can predict, control and explain the effects of an attack and ensure these
effects are in line with legal and ethical norms.

How to move forward?

As mentioned above the debate on autonomous weapons has mainly taken place at the CCW, where progress
has been impeded by the need for consensus. Of course it is preferable to have as many states involved as
possible in the process towards an international treaty. But if that means no treaty can be achieved or one that
sets a very low standard, alternative options should be considered as the absence of legal rules on autonomy in
weapons systems carry great risks for international peace and security.

The experience of other disarmament treaties such as those on landmines and cluster munitions shows that it
can be more effective for a group of countries that want to set a high standard to take the lead. Other countries
then often join in the course of the process. A treaty also creates an international norm that influences the
conduct of countries that have not signed the treaty. A strict norm that is supported by the majority of countries is

better for international peace and security than a situation in which no new norm is set for autonomous weapons,
leaving them unregulated and allowing them to be deployed broadly.

The military advantage derived from autonomy can also be achieved with autonomous weapons that have
meaningful human control, combining the strengths of humans and machines. There are also various ways of
defending a country against possible attacks by fully autonomous weapons that do not involve the country in
question crossing moral and legal boundaries itself. A treaty that enjoys broad support will considerably reduce
the risk of such an attack anyway as it will be able to prevent the unrestricted development and proliferation of
these weapons, as well as stigmatize any use. Accordingly, a treaty in line with ethical and legal norms is in
states’ own security interests.

Countries benefit from multilateralism and a world order based on norms, not just because these norms form the
foundation of our society but also because they contribute to our security and economic prosperity. These norms
deserve to be protected and consolidated. That is why like-minded states should join forces and take action to
bring about an international treaty that guarantees meaningful human control over the use of force.

Conclusion

Technology is developing at a rapid pace and we are seeing a growing number of weapons with increasing levels
of autonomy being developed and deployed. This raises various legal, ethical, and security concerns. The
absence of clear international rules setting limits and governing the use of autonomous weapons is extremely
concerning. There is an urgent need for the international community to work together towards a treaty not only to
safeguard ethical and legal norms, but also for our security.

75 Due to the inherent unpredictability of autonomous weapons one could argue that autonomous weapons should not be
used in populated areas.
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4.7 The Irresponsibility of Not Using AI in the Military
By Herwin Meerrveld, Roy Lindelauf76, Marie Postma, Eric Postma77

The ongoing debate on the ethics of using artificial intelligence (AI) in military contexts has been
negatively impacted by the predominant focus on the use of lethal autonomous weapon systems (LAWS)
in war. However, AI technologies have a considerably broader scope and present opportunities for
decision support optimization across the entire spectrum of the military decision-making process
(MDMP). These opportunities cannot be ignored. Instead of mainly focusing on the risks of the use of AI
in target engagement, the debate about responsible AI should (i) concern each step in the MDMP, and (ii)
take ethical considerations and enhanced performance in military operations into account. A
characterization of the debate on responsible AI in the military, considering both machine and human
weaknesses and strengths, is provided in this paper. We present inroads into the improvement of the
MDMP, and thus military operations, through the use of AI for decision support, taking each quadrant of
this characterization into account.

Introduction

While in many private and public sector domains AI solutions are becoming an essential tool driving change and
development, progress in the use of AI for military purposes has been hindered by a number of important ethical
questions for which answers have been lacking. These questions primarily concern autonomous military
platforms, which typically center on the use of lethal autonomous weapon systems (LAWS)78 and the potential
risk of nuclear escalation.79 A recent literature review on data science and AI in military decision-making found
that most of the studies examining these topics originate in social sciences. As a result, the debate about the use
of AI for military purposes, although of high strategic importance, appears to be limited in terms of its scope and
perspective. Additionally, the use of data science at operational and strategic level seems to be largely under-
examined in current literature (Meerveld & Lindelauf, 2022).

In this paper, we argue that the ethical discussion on the use of AI in military operations should re-shift its focus
from so-called ‘killer robots’ and the concept of fully autonomous AI applications to solutions that remain subject
of (meaningful) human control. As argued by various researchers (e.g., (Tóth, Caruana, Gruber, & Loebbecke,
2022)), the use of Lethal Autonomous Weapon Systems (LAWS) is generally considered to be illegal and
immoral, despite potentially decreasing risks to military personnel. There is also consensus among policy makers
that AI cannot fully replace human decision-making. However, it is necessary to examine both the opportunities
and risks of military AI in a broader context and to explore how AI technology can be controlled, supervised and
potentially assimilated into force structure and doctrine (Johnson, 2020), either strengthening or complicating
deterrence (Johnson, 2019), (Johnson, 2020). In line with the consequentialist approach towards the ethics of
military AI, we argue that in discussing the responsibility of AI-based decision support techniques, military
effectiveness and the entire decision-making chain in military operations should be taken into account. For
example, certain types of military AI robots subjected to human control and judgment may be permissible for self-
defense purposes, human-AI teaming could lead to faster and more appropriate decision-making under pressure
and uncertainty, and AI systems could be broadly used for adaptive training of military personnel, thereby helping
to mitigate decision-making biases (e.g., by means of detecting drowsiness or fatigue from neurometric signals in
the brain (Weelden, Alimardani, Wiltshire, & Louwerse, 2022)). In Figure 1 we visualize the current debate on
responsible AI in a military context and its focal points (i.e., the lower right quadrant, Machine Weakness (MW)
and the endpoint of the MDMP).

In what follows, we first elaborate on the military decision-making process (MDMP) that in large part precedes
lethal target engagement on a battlefield. Next, we present some examples of potential use of AI solutions in the
MDMP together with their benefits and infer the issue of the (ir)responsibility of military AI.

76The first to authors are from the Data Science Center of Excellence, Netherlands Defence Academy, Faculty of Military
Sciences, Breda, the Netherlands.
77The last two authors are from the Tilburg School of Humanities and Digital Sciences, Tilburg University, Tilburg, the
Netherlands.
78See for example (Sharkey, 2010), (Roff, The strategic robot problem: Lethal autonomous weapons in war, 2014), (Roff &
Danks, 2018), and (Tóth, Caruana, Gruber, & Loebbecke, 2022).
79See for example (Altmann & Sauer, 2017), (Johnson, 2019), (Johnson, 2020), (Johnson, 2020), and (Horowitz, Scharre, &
Velez-Green, 2019).
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AI in support of the Military Decision-Making Process (MDMP)

Military decision-making consists of an iterative logical planning method to select the best course of action for a
given battlefield situation. It can be conducted at levels ranging from tactical to strategic. Each step in this
process lends itself to automation. This does not only hold for the MDMP, but also for related processes like the
intelligence cycle and the targeting cycle. As argued in (Ekelhof, 2018), instead of focusing on the target
engagement as an endpoint, the process should be examined in its entirety. To illustrate this point, we visualized
the preferred scope with the blue circle in Figure 1. Below, we first briefly describe the MDMP. Subsequently, we
explore the potential advantages of AI in decision-making and provide some examples of how AI can specifically
support the MDMP at several different (sub-)steps.

Figure 1: Characterization of the debate on responsible AI in a military context. The red dashed lines indicate the focus of current literature, while the ideal scope

of the debate is represented by the blue dashed lines.

The MDMP and its challenges

The US Army defines seven steps in the MDMP: (1) receipt of mission, (2) mission analysis, (3) course of action
(COA) development, (4) COA analysis, (5) COA comparison, (6) COA approval, and (7) the order production,
dissemination, and transition (Reese, 2015). The level of detail of the MDMP depends on the available time and
resources, as well as other factors. Each step in the MDMP has numerous sub-steps that generate intermediate
products. Examples include intelligence products developed during the intelligence preparation of the battlefield
(IPB) that are used to indicate COAs and decision points for commanders or geospatial products from terrain
analyses that can include recommendations on battle positions and optimal avenues of approach. The
intelligence cycle, per NATO standard consisting of four steps (Direct, Collect, Process, and Disseminate)
(Davies & Gustafson, 2013), is the separate but relating sub-process by which these intelligence products are
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created. Other examples of sub-processes in the MDMP are the targeting cycle, as explained by Ekelhof (2018),
or the continuous lessons learned process in order to incorporate best practices and lessons learned into military
doctrine (Weber & Aha, 2003) (Weber & Aha, 2003), which ultimately forms important input in, for example, the
COA development phase.

The MDMP and its related processes entail many labour-intensive, handcrafted products. This has two important
consequences. First, due to the complexity of the information space, the MDMP is hugely susceptible to
cognitive biases. These can be both conscious and unconscious and may result in suboptimal performance. An
example of a cognitive bias is groupthink which is a problem typically encountered during the analysis and
assessment phase of the Intelligence Cycle (Parker, 2020). Another example is the anchoring bias when
decisions are made based on initial evidence (the anchor) (Heuer, 1999), as exemplified in a scenario where a
group of aviators need to determine the optimal location of battle positions after having received an initial list of
good locations during helicopter mission planning. Even though intuitive decision-making in the MDMP may be
effective, it is well known that both intuition and uncertainty can lead to faulty and erroneous decision outcomes
(Van Den Bosch & Bronkhorst, 2018). Because our human cognitive mechanisms are ill-equipped to convert
information from a high volume of data into valuable knowledge (Cotton, 2005), the susceptibility to cognitive
biases increases with the exponential growth of data volume (Heuer, 1999). It is expected that the challenge of
information overload will only increase, since modern military operations increasingly rely on open-source data
(Ekelhof, 2018).

Second, labor-intensive processes tend to be time-consuming. The contemporary digitized environment results
in a proliferation of various data sources in different formats (i.e., numerical, text, sound, and image) and
intelligence requires their fusion and interpretation (Van Den Bosch & Bronkhorst, 2018). In most military
situations, it is of high importance to design efficient and streamlined planning processes, avoiding labor-
intensive sub-steps, when possible, to ensure that no time is lost (Hanska, 2020). After all, the aim is to outpace
the opponent’s OODA-loop (i.e., Observe, Orient, Decide, Act) (Osinga, 2007) and AI-based automation can be
an important driver of such efficiency gain. In addition, time pressure can further increase the chance of a
cognitive bias (e.g. (Roskes, Sligte, Shalvi, & De Dreu, 2011) and (Eidelman & Crandall, 2012)).

In sum, human decision-making mechanisms appear to be deficient in many military circumstances given a
limited capacity to process all potentially relevant data and a limited amount of time. The value of AI is found in
the capacity to support human decision-making, which optimizes the overall outcome (Lindelauf, Monsuur, &
Voskuĳl, 2022). In the next section, we address the opportunities offered by AI in more detail by presenting
examples of automation of (sub-) elements in the MDMP.

The added value of AI for military decision-making

Given the limitations of human decision-making, the advantage of (partial) automatization with AI can be found
both in the temporal dimension and in decision quality. A NATO Research Task Group for instance examined the
need for automation in every step of the intelligence cycle (NATO Science and Technology Organization, 2020)
and found that AI helps to automate manual tasks, identify patterns in complex datasets and accelerate the
decision-making process in general.

Since the collection of more information and perspectives results in less biased intelligence products (Richey,
2015), using computer power to increase the amount of data that can be processed and analyzed may reduce
cognitive bias. Confirmation bias, for instance, can be avoided through the automated analysis of competing
hypotheses (Dhami, Belton, & Mandel, 2019). Other advantages of machines over humans are that they allow for
scalable simulations, conduct logical reasoning, have transferable knowledge and an expandable memory space
(Suresh & Guttag, 2021), (Silver, et al.,2016).

An important aspect of the current debate about the use of AI for decision-making concerns the potential dangers
of providing AI systems with too much autonomy, leading to unforeseen consequences. A part of the solution is to
provide sufficient information to the leadership about how the AI systems have been designed, what their
decisions are based on (explainability), which tasks are suitable for automation and how to deal with technical
errors (Lever & Schneider, 2021). Tasks not suitable for automation, e.g., those in which humans outperform
machines, are typically tasks of high complexity (Blair, Chapa, Cuomo, & Hurst, 2021). The debate on
responsible AI should therefore also take human strengths (HS quadrant) into account. In practice, AI systems
cannot work in isolation but need to team up with human decision-makers. Next to the acknowledgment of
bounded rationality in humans and ‘human weakness’ (viz. lower left quadrant in Figure 1; HW), it is also
important to take into consideration that AI cannot be completely free of bias for two reasons. First, all AI systems
based on machine learning have a so-called inductive bias comprising the set of implicit or explicit assumptions
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required for making predictions about unseen data. Second, the output of machine learning systems is based on
past data collected in human decision-making events (machine weakness, MW, viz. lower right quadrant in
Figure 1). Uncovering the second type of bias may lead to insights regarding past human performance and may
ultimately improve the overall process.

Examples of AI in the MDMP

It is important to examine the risks of AI and strategies for their mitigation. This mitigation, however, is useless
without examining the corresponding opportunities at the same time (MS quadrant in Figure 1). In this paragraph,
therefore, we present some examples of AI applications in the MDMP. In doing so, we provide an impetus for
expanding the debate on responsible AI by taking every quadrant in Figure 1 into account.

An example of machine strength is the use of AI to aid the intelligence analyst in the generation of geospatial
information products for tactical terrain analysis. This is an essential sub-step of the MDMP since military land
operations depend heavily on terrain. AI-supported terrain analysis enables the optimization of possible COAs for
a military commander, and additionally allows for an optimized analysis of the most likely enemy course of action
(De Reus, Kerbusch, Schadd, & Ab de Vos, 2021). Another example is the use of autonomous technologies to
aid in target system analysis (TSA), a process that normally takes months (Ekelhof, 2018). TSA consists of the
analysis of an enemy’s system in order to identify and prioritize specific targets (and their components) with the
goal of resource optimization in neutralizing the opponent’s most vulnerable assets (Jux, 2021). Examples of AI
use in TSA include automated entity recognition in satellite footage to increase the information position
necessary to conduct TSA, and AI-supported prediction of enemy troop locations, buildup and dynamics based
upon information gathered from the imagery analysis phase. Ekelhof (2018) also provides examples of
autonomous technologies currently in use for weaponeering (i.e., the assessment of which weapon should be
used for the selected targets and related military objectives) and collateral damage estimation (CDE), both sub-
steps of the targeting process.

Another illustrative example of the added value of AI for the MDMP is in wargaming, an important part of the
COA analysis phase in the MDMP. In wargames AI can help participants to understand possible perspectives,
perceptions, and calculations of adversaries for instance (Davis & Bracken, 2021). Yet another example is the
possibility of a 3D view of a certain COA, enabling swift examination of the terrain characteristics (e.g., potential
sightlines) to enhance decision-making (Kase, et al., 2022). AI-enabled cognitive systems can also collect and
assess information about the attentional state of human decision-makers, using sensor technologies and
neuroimaging data to detect mind wandering or cognitive overload (Weelden, Alimardani, Wiltshire, & Louwerse,
2022).

Algorithms from other domains may also represent value to the MDMP, such as the weather-routing optimization
algorithm for ships (Lin, Fang, & Yeung, 2013), the team formation optimization tool used in sports (Beal,
Norman, & Ramchurn, 2019), or the many applications of deep learning in natural language processing (NLP)
(Otter, Medina, & Kalita, 2020), with NLP applications that summarize texts (such as Quillbot and Wordtune)
decreasing time to decision in the MDMP. Finally, digital twin technology (using AI) has already demonstrated its
value in a military context and holds a promise for future applications, e.g., enabling maintenance personnel to
predict future engine failures on airplanes (Mendi, Erol, & Doğan, 2021). In the future, live monitoring of all
physical assets relevant to military operations, such as (hostile) military facilities, platforms, and (national) critical
infrastructure, might be possible.

Conclusion

The debate on responsible AI in a military context should not have a predominant focus on ethical issues
regarding LAWS. By providing a characterization of this debate into four quadrants, i.e., human-machine versus
strength-weakness, we argued that the use of AI in the entire decision-making chain in military operations is
feasible and necessary. We described the MDMP and its challenges resulting from the labor-intensive and
handcrafted products it involves. The susceptibility to cognitive biases and the time-consuming character of
those labor-intensive processes present limitations to human decision-making. We conclude that the value of AI
can, therefore, be found in the capacity to support this decision-making to optimize its outcome. Ignoring human
cognitive performance in military operations, thereby potentially increasing risks for military personnel and
civilians, would be irresponsible and unethical.
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4.8 Cognitive Warfare: Ethical Issues and Public Policy
Recommendations
By Seumas Miller1

Cognitive warfare has been defined in various ways. Here are a couple of influential definitions to give the flavour
of what is meant by this term: “Cognitive Warfare is a strategy that focuses on altering how a target population
thinks – and through that how it acts”2; “the weaponization of public opinion, by an external entity, for the purpose
of (1) influencing public and governmental policy and (2) destabilizing public institutions”.3

Accordingly, cognitive warfare is a recent development that has emerged from prior related non-kinetic forms of
warfare, such as PsyOps operations and Information Warfare. In doing so it has relied heavily on new
communication and information technologies, notably AI. Key features of cognitive warfare include its targeting of
entire populations (as opposed to, for instance, merely military ones in wartime), its focus on changing a
population’s behaviour by way of changing its way of thinking rather than merely by the provision of discrete bits
of false information in respect of specific issues (e.g., denying the extent of casualties in a kinetic war), its
reliance on increasingly sophisticated psychological techniques of manipulation, and its aim of destabilising
institutions, notably epistemic institutions such as news media organisations and universities. Importantly,
cognitive warfare has been able to harness the new channels of public communication, such as social media,
upon which populations have become increasingly reliant. Moreover, in some contrast with traditional ideological
contestation, e.g., the ideological conflict between the Soviet Union and the West during the Cold War, in which
each of the protagonists have a system or quasi-system of ideas to try to ‘sell’, cognitive warfare also has a very
strong initial focus on sowing division and undermining cooperation in its target population by emphasising
existing differences and promoting polarising views, e.g., promoting both extreme left-wing and extreme right-
wing views. In so doing cognitive warfare makes heavy use of computational propaganda4.

Computational propaganda comprises politically motivated disinformation, ideology, quasi-ideology, propaganda,
conspiracy theories, groupthink, hate speech and the like in cyberspace (although, as is the case with
propaganda in general, it also comprises in part correct information and evidence, if these are judged to be
useful). Moreover, computational propaganda, as the name suggests, is characterised by the use of
cybertechnology and AI, including fake accounts, bots, bulk data and the use of machine learning techniques. As
such, computational propaganda is a key ‘weapon’ in cognitive warfare.

Cognitive warfare is likely to be more successful in the context of the already destabilising effects of war,
economic depression, pandemics and other disasters or in a context of a pre-existing polarised society, e.g., the
UK in the context of Brexit, the US in the aftermath of the Global Financial Crisis or the Middle East in the context
of the Israel/Arab conflict. Hence Russia and China seized upon the opportunity of the COVID pandemic to
increase their operations in cognitive warfare, e.g., to promote various conspiracy theories in the US
population. Again, Russia infamously utilised Cambridge Analytica to sow discord in the US Presidential
elections. Moreover, terrorist groups, such as Al Qaeda and Islamic State, have utilised cognitive warfare
techniques to recruit disaffected youths in various liberal democratic and authoritarian states to their cause and,
importantly, to sow discord by getting their ‘enemies’ to overreact, as in the case of the 9/11 bombing of the Twin
Towers which proved to be a spectacular success for Al Qaeda in terms of its visibility, prestige among
disaffected Muslims and so on.

It is important to understand that cognitive warfare is taking place in pre-existing social, institutional and
technological contexts in which there have already been destabilising effects arising from a proliferation on a
massive scale of disinformation, misinformation, conspiracy theories, propaganda, hate speech and so on, much
of which has not been done in the service of an explicit political purpose (though it may have inadvertently
served such a purpose).

We also need to distinguish between, on the one hand, computational propaganda the content of which is

1Seumas Miller is Professor of Philosophy at the Australian Graduate School of Policing and Security, Charles Sturt University (Canberra)
and a Distinguished Research Fellow at the Uehiro Centre for Practical Ethics, University of Oxford. He is the co-author (with Terry
Bossomaier) of Cybersecurity, Ethics and Collective Responsibility (Oxford University Press, 2023).
2A Backes and A Swab “Cognitive Warfare: The Russian Threat to Election Integrity in the Baltic States.” (Belfer Center for Science and
International Affairs, Harvard Kennedy School, November 2019);
3 “Cognitive Warfare” NATO Report, 2020.
4Samuel Woolley and Philip Howard (eds.) Computational Propaganda (Oxford University Press, 2019).
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explicitly or implicitly expressive of the political ideology of the communicator, e.g., extremist jihadist ideology
communicated by members of Islamic State, right wing Russian nationalism communicated by Russian state
officials, the ideology of the Chinese Communist Party communicated by Chinese state officials, and, on the
other hand, computational propaganda the content of which is not thus expressive, e.g., antivaxxer conspiracy
theories or right wing US nationalist quasi ideology communicated (directly or indirectly) by Russian state officials
to US audiences to sow discord in the US.

The challenges posed by the advent of cognitive warfare are considerable, not the least for liberal democracies
committed to ethical or moral (I use these terms interchangeably) values and principles, such as freedom of
communication, democratic processes, rule of law, evidence-based truth telling, and so on. Thus, on the one
hand there is a need to curtail disinformation but on the other hand do so without undermining freedom of
communication. Again, there is a need to combat states engaged in cognitive warfare but it is problematic for a
liberal democratic state to do so. For this would involve targeting the civilian population and undermining their
institutions by recourse to disinformation, manipulation, hate speech and the like. Naturally, it would be legitimate
for a liberal democratic state to use these methods to target the political leadership or the security agencies of a
hostile engaged in cognitive warfare. Moreover, a liberal democratic state may well be justified in using
cybertechnology, bots, bulk data, machine learning and the like to communicate relevant truths to the civilian
population of a hostile authoritarian state and, also, to communicate the constitutive principles of liberal
democracy in the context of condemning the practices of this state.

A further issue pertains to responsibility. Given the nature of cognitive warfare, there is a need for a variety of
institutions other than merely governments and security agencies, to shoulder responsibilities for combating
cognitive warfare, e.g., regarding resilience building. Here it is important to stress the role of epistemic
institutions. In a liberal democratic polity, epistemic institutions, notably the free and independent press, and
schools and universities, have a key role in combating computational propaganda, or so I suggest. Epistemic
institutions, such as schools and universities, have a key role in building resilience to propaganda, whether it be
online or offline propaganda, by cultivating the skills and habits of rational inquiry and, relatedly, the development
of well-informed, rationally defensible political perspectives among children and adults. Moreover, epistemic
institutions, such as a free and independent press and universities have a key role in not only ensuring that the
citizenry is reflective and well informed, but also in helping to ensure that public discourse, whether online or
offline, is conducted in accordance with the epistemic norms constitutive of free and open rational inquiry;
consistent with the proper exercise of the right to freely pursue the truth by reasoning with others. For instance,
experienced investigative journalists based in well-resourced newspapers, such as the British Broadcasting
Commission (BBC), are the source of much of the important news necessary to enable informed opinions on the
part of voters (which, to reiterate, is not to say that the same journalists are not, at times or in relation to certain
issues, themselves prone to ideological influence, even groupthink). Moreover, those responsible for politically
motivated fake news, hate speech, and, more generally, propaganda/ideology/groupthink can be held to account
by a free and independent press. Here I note that the widely held view that the advent of the Internet and of
social media platforms, such as Facebook, Twitter, YouTube and the like, has rendered traditional epistemic
institutions, such as a free and independent press, redundant has proven to be spectacularly false. On the
contrary, the advent of global social media platforms, such as Facebook, Twitter and YouTube has gone hand in
glove with an exponential increase in the spread of fake news, hate speech, and propaganda/ideology/
groupthink and, as a consequence has undermined the practice of rational inquiry and the existence of well-
informed political perspectives among the citizenry, and done so in part by undermining epistemic norms and in
part by undermining the strength and influence of epistemic institutions e.g. by enabling the dissemination of fake
news, hate speech and propaganda/ideology/groupthink on a vast scale. Moreover, these global tech companies
have failed to adequately self-regulate in a manner that ensures that the content on their platforms complies with
epistemic norms. Indeed, the tech giants often disavow responsibility for these untoward developments by
arguing that they are merely platforms and not publishers of the noxious content in question. More generally, the
commercial interests of the tech giants tend in practice to override their stated commitments to the public good
and, in particular, to upholding epistemic norms in respect of the content their platforms support.

In respect to the global institutional character of the big tech companies it is important to stress that the moral
right of freedom of communication and, more specifically, freedom of speech attaches to individual human beings
and pertains to their interpersonal communicative interaction. Collective entities, such as governments,
corporations and other organisations do not have this fundamental moral right to freedom of speech (although,
unfortunately, in some instances they may have an analogous legal right). So, the occupants of organisational
and other institutional roles do not have the same moral right to freedom of speech qua members of those
institutions, as they do qua ordinary human beings. Rather, the nature and extent of the right to freedom of
speech of institutional role occupants qua role occupants is determined in large part by the nature and normative
purposes of the institutions to which they belong. So, the institutional and moral right of members of corporations
to engage in speech pertaining to their business activities, e.g., to advertise their goods and services, may be
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very wide indeed, whereas their moral right qua members of these corporations to speak on matters unrelated to
their business activities may be quite limited or even non-existent. Moreover, the free speech rights and, indeed,
obligations of other institutional role occupants, such as journalists, may be much wider that those of the CEO of
a corporation because the institutional purpose of journalists is to communicate content that is in the public
interest – an institutionally-based communicative purpose that is much wider than that of the CEO.

A key feature of the exponential increase in computational propaganda is the extraordinary communicative reach
of the technology it uses and, more specifically, the ability of multiple fake accounts and bots to massively and
anonymously amplify messages, including messages attacking and seeking to discredit those engaged in
communicating the truth in respect of the computational propagandists. Here I need to stress that while there is a
moral right to freedom of political communication there is no moral right to amplify one’s political communications
by recourse to automation, e.g., by the use of bots. Nor is there a moral right to amplify political communications
by the use of multiple individuals operating under the direction of a single individual or authority, e.g., by the use
of troll farms in which an organisation hires multiple people to engage in its computational propaganda.

A related point pertains to anonymity. Privacy is not the same thing as anonymity, and whereas there is a basic
moral right to privacy there is no such basic right to anonymity. Naturally, the right to privacy implies the derived
right to a degree of anonymity and, specifically, the right not to have one’s identity publicly disclosed in in settings
in which one is not a willing participant, e.g., the right of a person who is not a public figure not to have her name
and photo displayed in a national TV program that she has declined to participate in. However, if a person is a
willing participant in a highly publicised activity then the question of anonymity become more complex. Does one
have a moral right to use an anonymous Twitter account to engage in public discourse? In some circumstance
one does and in other circumstances one does not. I suggest that if one is a highly influential public
communicator on political matters, whether via Twitter or some other channel of public communication, then one
does not have a moral right to anonymity. On the contrary, one’s fellow citizens have a moral right to know who
you are.

Elsewhere (my co-authored book, Cybersecurity, Ethics and Collective Responsibility - Oxford University Press,
2023) I have proposed a raft of countermeasures to combat computational propaganda. These included the
following ones:

• Government to enact legislation to hold mass social media platforms, such as Facebook and Twitter, legally
liable for illegal content, such as incitement and hate speech, on their platforms.

• Mandatory licensing of mass social media platforms, e.g., monopolist or oligopolist platforms, to be
introduced with the licences to be held conditionally on the content on their platforms being compliant with
legal requirements; their compliance or non-compliance to be determined and adjudicated by an independent
statutory authority established by government, e.g., the Australian Office of e-Safety Commissioner.

• Lawful content which, nevertheless, fails to meet minimum epistemic and moral standards, e.g., is
demonstrably false, and which is significantly artificially (e.g., by means of bots) or otherwise illegitimately
amplified, is to be liable to removal by social media platforms but only in accordance with the (publicly
transparent) adjudications of the independent statutory authority. The minimum epistemic and moral
standards in question to be established by the independent statutory authority following on a process of
public debate, expert input, and so on. However, amplification is a further necessary condition for liability for
removal of content.

• Account holders with mass social media platforms can retain their anonymity as far as the public are
concerned (with some exceptions, see next dot point) but, nevertheless, they are to be legally required to be
registered with the independent statutory authority which will then issue a unique identifier but only after
verifying the identity of the account holder, e.g., by means of his or her passport, driver’s licence and the like.
This will enable them to be identified and prosecuted in the event that they use their accounts to engage in
unlawful on-line activity.

• Communicators of politically significant content (e.g., content with national security implications) on mass
media channels of public communication who have very large audiences, e.g., greater than 100,000
followers, to be legally required to be publicly identified (other things being equal).

These measures are all relevant to computational propaganda and, therefore, to cognitive warfare. However,
they are not sufficient to combat a hostile state engaged in cognitive warfare (and, for that matter, probably not
sufficient, absent some redesign of epistemic institutions, to combat computational propaganda in other settings).
What more needs to be said about measures to be implemented in liberal democracies to combat a hostile state
engaged in cognitive warfare, such as in the case of Russia’s computational propaganda campaign directed at
the Ukraine, and China’s directed at Taiwan?

Here we need to distinguish micro-level interpersonal speech, e.g., John Brown speaking to Mary Smith on a
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street corner, from macro-level socially-directed speech to millions via mass media channels of public
communication, e.g. CNN, former US President Donald Trump on Twitter. It will turn out that there is no moral
right on the part of foreigners to engaged in macro-level socially-directed speech to the domestic citizenry and
this has implications for banning, for instance, Russian mass media channels, such as Russia Today, from
engaging in computational propaganda directed at US citizenry. Accordingly, I am providing justification for a
policy advocated by David Sloss; namely, the banning of Russia Today and like mass media outlets.5

What is socially-directed speech? Socially-directed speech is speech in which the speaker speaks to the rest-of-
the-community qua member of that community. Here the community is to be loosely understood as a social
group. So it could be a small local community or a large national, or even international, community; and it could
be an academic, business or political community (to name but a few instances of social groups in our loose
sense of that term). Examples of socially-directed speech include the UK Prime Minister making a national
address, Dr Anthony Fauci appearing on CNN to say to members of the US population that they ought to get
vaccinated, and the mother of a black man slain by local city police pleading for non-violent demonstrations in
her or, better, from her perspective, our city.

What of a supposed moral right to macro-level socially-directed speech to millions via mass media channels of
public communication social directed speech? There is, at least in principle, a moral right of an ordinary citizen,
(call him or her citizen, X), qua member of X’s political community to speak to the- rest-of X’s political community.
This is a liberty right in that if one person is exercising it at one time then others may not be able to and, indeed,
it may be that not everyone can exercise this right even over a reasonably lengthy period of time; there are just
too many citizens for this to be case. More specifically, in modern mass societies the exercise of this liberty right
requires access to mass media channels of public communication and everyone cannot even in principle have
this access; there are too many citizens and too few channels of public communication for this to be possible.
Accordingly, here as elsewhere, there is a need for a fair procedure to govern this liberty right and a fair
procedure may be difficult to find. However, in the case of foreign state actors there no problem since they do not
possess this liberty right. Thus, Russian citizens and specifically, Russian state actors, do not have a right to
engage in macro-level, socially-directed speech on politically significant matters to US citizens.

Naturally, there is a joint right of members of a political community qua members of that community to listen to
speakers who do not have a right to socially-directed speech to them via mass media channels of public
communication, e.g. foreign state actors. However, this joint right carries with it the joint right not to do so. That
is, in effect, there is a joint right to ban foreign state actors from communicating to members of liberal
democracies via mass media channels of public communication, incl. social media.

It is important to note that this joint right with respect to macro-level, socially-directed, politically significant
speech is consistent with micro-level interpersonal right of each member of a community to listen to foreign state
actors via channels of communication that are not mass media channels of public communication.

Accordingly, I agree with Sloss that Russian and China state actors’ accounts with Facebook, Twitter and other
‘big tech’ should be revoked, given that these actors have engaged in cognitive warfare with liberal democratic
states and, specifically, have engaged in computational propaganda campaigns aimed at undermining key
institutions in liberal democratic states, such as the US and Taiwan.

There are, of course, additional communicative measures that liberal democratic states may need to adopt in
response to hostile states waging cognitive warfare against them. These include the use of offensive, as
opposed to merely, defensive measures (see above for some examples). However, that is a topic for another
occasion.

5David Sloss Tyrants on Twitter (Stanford University Press, 2022).
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4.9 Governing (Ir)Responsibilities for Future Military AI-Systems
Liselotte Polderman6

This paper focuses on the use of a suitable framework on the development of responsible use of AI
systems in the military domain. It discusses different management theories and addresses the need for a
relational governance mechanism with a specific model for effective collaboration.

Introduction

The Netherlands' security sector operates in a global political and strategic environment that is uncertain and
complex. Sooner than later, this environment requires ever-increasing levels of operational agility (Bray & Moore,
2021). Advanced technologies using Big Data, Artificial Intelligence (AI) and Machine Learning are being
developed, implemented, and deployed worldwide at an accelerating pace, enabling the need for fast technology
adoption and innovation to sustain a competitive edge. In today's complex society with increasingly automated
and autonomous technology, the armed and justice forces are driven towards an integrated working environment
that requires the use and understanding of intelligent software. The mixture of kinetic actions conducted by
(un)conventional and dispersed units supported with high-end technology in the multiple military domains
challenges leaders' ability to conduct operations successfully (Sullivan & The Oceanit Team, 2021). The
operational environment is increasingly scattered and changing from complicated to complex, and nowadays,
even towards chaotic.7

With the current war in Ukraine, the European Union and its member state governments are more inclined to
stimulate (military) capability enhancements (Gray & Ertan, 2021). That positive basic attitude encourages
ministry departments, policymakers and strategists to push for system development. Technological development
and testing of these systems will require risk acceptance while testing. Also, the results are time-sensitive with
increasing (inter)national threats.

On the one hand, a competitive edge in development is required from a strategic and operational point of view.
On the other hand, there is no acknowledged common ground in a framework for AI development. Although the
development of AI encounters many challenges, from legal (Yeung, 2019) and ethical (Verdiesen et al., 2020;
Verdiesen, 2019) to software and hardware development (including data science), this contribution stresses the
need for a suitable governance framework.

The effort of this paper is to contribute from an operational and strategic perspective to the ongoing discussion
on the responsible use of AI systems in the military domain. Different governance concepts are explored from a
management perspective to identify a viable framework for responsible AI governance. Notably, this framework
will consider balancing trust and control relationships in complex institutional constellations, an organisational
context typical for AI development trajectories.

A governance framework for AI development

AI is believed to be one of the most promising tools for dealing with the complexity of today’s security
environment (McChrystal, 2019; Scharre, 2018; Del Monte, 2018). AI is especially hailed for its potential to speed
up and enrich decision-making under conditions of causal ambiguity due to the complex mixture of the actors
and factors involved (Scharre, 2021; Swift & Siordia, 2021). However, inattentive use of AI can also have
undesirable side effects. As such, a solid governance framework for the responsible use of AI is vital. Knowing
that responsible use will never be a single country’s or organization’s concern, knowledge from organization and
management science on the governance or inter-organizational networks may be of value the enrich the AI
debate. Two relevant studies will be explained in more detail: the study of Dekker and the study of Provan and
Kenis.

7Explementary for a chaotic environment is the ongoing war in Ukraine, where numerous factors influence the (perception of)
war. From actors like proxies, mercenaries, state actors to multidomain military fighting, with imposed financial/military
sanctions by the EU to Russia, social media platforms spreading (fake) content, UN, and NATO involvement, to daily
podcasts from local Ukrainian fighters about events.

6Ministry of Defence, Breda, the Netherlands
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Governance frameworks and Control mechanisms

The collaboration of parties has a relational dimension, which parties' behaviour can positively and negatively
influence. Governing that relationship can contribute to desired outcomes of the partnership. Relational
governance is most suitable when to an extent, there is an uncertainty in the relationship, that is, from an
‘environmental’ (exogenous variance of conditions), “tasks” (problem-solving intensity) or “behavioral”
(unpredictable strategies of other actors) origin” (Grandori, 2006). Relational governance is also referred to as
relational contracting, where parties accept a socially enforceable and self-enforceable responsibility that helps
deal with uncertainty and govern innovation. Part of relational contracting is the stakeholder's acceptance that
their contribution benefits the common goal but will not necessarily mean that all results can be foreseen. In the
unforeseeable development of technology, framing the perception of the accepted risks is very important due to
the lack of a priori perception (Grandori, 2000). Influencing the perception requires a solid strategy and formal
and informal mechanisms in place in the face of uncertainty that affects the innovation process. So relational
governance is an advised mechanism while developing AI and during its (responsible) use.

Dekker addresses two formal and one informal management control mechanisms for inter-organisational
relationships. He identifies control mechanisms that can address ex-ante and ex-post relations. Firstly, Outcome
control is a formal control mechanism. Ex-ante mechanisms such as goal setting and incentive systems or
reward structures fall, and Ex-post mechanisms in performance monitoring and rewarding. Secondly, Behavior
control is a formal control mechanism, where he indicates structural specifications as planning, procedures and
rules and regulations as Ex-ante mechanisms and Ex-post mechanisms as behaviour monitoring and rewarding.
Thirdly, Dekker identifies informal control via social control mechanisms. He specifies Ex-ante mechanisms as
partner selection and trust. Trust based upon goodwill and capability can be indicated by interaction, reputation
and social networks. He describes trust building as an Ex-ante mechanism understood by risk-taking, joint
decision-making, problem-solving, and partner development.

In addition to the control mechanisms, Provan and Kenis stress the importance of choosing a suitable form of
network governance for it to be effective. They highlight the importance of network effectiveness due to the
“network-level outcomes that could normally not be achieved by an individual organizational participant,
participating independently” (Provan and Kenis, 2008). They highlight three network forms that could work
depending on the number of participants, level of trust and network goal consensus. The first form is shared
governance, which can be used when the network consists of a few participants with high trust density and goal
consensus. Secondly, the lead organization is when there is an average number of participants and the level of
trust is mainly centrally monitored by a few parties and, therefore, has a low density. In this form of network
governance, the goal consensus is average to low. The third and last form is a network administrative
organisation (NAO) that is applicable when the number of participants is average to high, the level of trust has a
medium density and is monitored by members of the network. There is average to high-level consensus.

Discussion

Different forms of governance can have a severe impact on the development of AI.

Shared governance is a form of governance in which parties are equal and can thus only be applicable in
situations where there is an alliance and less development uncertainty at hand. A lead organisation governance
approach is also often referred to as the “Lead nation approach” (Provan and Kenis, 2008) and is often used by
Western Defense organisations in inter-organisational collaborations. Although there is a form of partnership, the
hierarchal characteristics of a leading and dominant partner are less suitable when technology development for
military purposes is the desired end state. The risk of failure is high due to uncertainty, in which parties will most
likely withdraw due to their minor role in the (ongoing) decision-making process. They will probably feel less
responsible for the party's concerns. They will contribute from the obligations arising from the contract and their
tasking, but lack of influence and low density in their trust causes a risk of failure. The most preferred network
governance for the effective development of AI technology will probably be the NAO. The NAO is suitable for the
average to high number of participants that AI development requires. Because of the contracted parties'
networked horizontal and diagonal relations, they will strive for consensus in joint decision-making. The
connection between trust and formal control (with process regulations, contracts etc.) needs balancing. The more
trust from antecedents and relationship building is present, the less formal control mechanisms are necessary.
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Behaviour Control

Behaviour control is formal and informal, providing a balancing scale of trust and control. Regarding the
development of AI, it can be a formal mechanism that offers resource-based contracting of parties in a network
administrative organisation. Informal control is a trust-based social control mechanism (Dekker, 2004). Trust can
have many forms but is always a substitute or complement for formal control mechanisms in managing
appropriate concerns (Tomkins, 2001; Adler, 2001). For partnership building, social tools can be in place,
including capability trust, partnership selection of subject matter experts and replacements for contingency and a
decent amount of goodwill trust (Dekker, 2004).

Dekker describes three different forms of trust that are relevant in a network-based governance model: 1)
calculus-based trust, 2) relation-based trust, and 3) institution-based trust (Dekker, 2004). Calculus-based trust is
interesting to explore in the NAO governance form because it assumes that contingencies for extending
cooperation are vital. In this relationship, stakeholders are fully aware that a breach of trust on their part will can
lead to exclusion from future projects. Therefore, they are more eager to share and cooperate.

Formal governance mechanisms used as a control mechanism positively affect collaboration, such as precise
tasks in control and coordination between two parties. Still, when too much control is used, it can lead to
dysfunctional relations where overregulation and bureaucracy hold-ups can cause problems (Gulati and Singh,
1998). On the other hand, informal governance has positive functionalities such as a high level of trust and often
a lofty goal consensus. Still, too much trust and confidence can lead to underregulating and excessive risk-
taking.

The AI technology is hard to monitor because the variables inserted are not always known to each involved part
(because of different specialisms and taskings). So, a certain degree of trust-building within the cooperation is
unavoidable; therefore, joint decision-making, problem-solving, and partnership development are necessary
(Kale et al., 2000; Uzzi, 1997). But when hypothetically, risk-taking is accepted to a certain degree of ownership,
the development of AI is uncertain, and the progression can be surprising. So, with all those uncertain variables
and looking over the horizon, who is willing to accept risk-taking and problem-solving when concerns occur?
Provan and Kenis address that the larger the number of participants, the more average the trust density will be.
So, as a form of mitigation, joint decision-making and problem-solving must be regulated not merely by an
accountability clause in a contract but by regulating process-based procedures, which solidifies the partnering
network and its partnership development.

Conclusion

Within the world of AI development and implementation, an average to high number of stakeholders are involved,
varying from the public sector as governments to the private sector as NGOs, the industry etc. They will need to
be connected in a network-based way to collaborate on a frame for AI development. Management and
organization theory appears to suggest that the most suitable inter-organisational governance framework for AI
development is a network administrative organisation. Control mechanisms that influence the effectiveness of the
collaboration of parties, resulting in the wanted competitive mindset, are vital to be implemented. This network-
based approach requires an ongoing investment of involved parties to settle in the innovational standing system
of mutual trust.
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4.10 Artificial Intelligence and Humanitarian Obligations8

By Daniel Trusilo9 and David Danks10

Artificial Intelligence (AI) offers numerous opportunities to improve military Intelligence, Surveillance,
and Reconnaissance operations. And, modern militaries recognize the strategic value of reducing
civilian harm. Grounded in these two assertions we focus on the transformative potential that AI ISR
systems have for improving the respect for and protection of humanitarian relief operations. Specifically,
we propose that establishing an interface for humanitarian organizations to military AI ISR systems can
improve the current state of ad-hoc humanitarian notification systems, which are notoriously unreliable
and ineffective for both parties to conflict and humanitarian organizations. We argue that such an
interface can improve military awareness and understanding while also ensuring that states better
satisfy their international humanitarian law obligations to respect and protect humanitarian relief
personnel.

International Humanitarian Law beyond Targeting

Much of the debate around Artificial Intelligence (AI) and autonomous systems in military contexts has been on
autonomous weapons and targeting systems. There are repeated concerns about whether systems that use AI
for targeting and lethal force are consistent with International Humanitarian Law (IHL) (Future of Life Institute,
2021; Russell, et al., 2021; Asaro, 2019, 2012), while also noting the value of AI and machine learning (ML)
systems for rapid discrimination of valid military targets (DoD, 2022a). In contrast, we focus here on uses of AI
technologies for military Intelligence, Surveillance, and Reconnaissance (ISR) operations, particularly as they
inform human decision-makers.

As militaries increasingly deploy sophisticated sensor networks across multiple platforms and modalities that
generate a flood of signals, AI/ML systems have become increasingly important to ensure appropriate
awareness. A well-known real-world example is the US Department of Defense (DoD) Joint All Domain
Command and Control concept, which is intended to process data from numerous sensors using AI (Hoehn,
2022). Reports have also pointed towards Russia’s intent to develop reconnaissance and reconnaissance-strike
unpiloted aerial vehicles that use neural networks to enhance ISR capabilities (Allen, 2022). Such sociotechnical
AI systems for ISR operations will likely increase the speed of targeting processes, and also open new attack
vectors for adversary deception, including novel ways to obscure or hide the deception (Danks, 2020). Of course,
this same technology could also reduce human error and improve targeting precision (Arkin, 2018, 2010). We
are particularly interested in ways that AI ISR systems might impact legitimate humanitarian efforts.

Customary international law holds that “parties to the conflict must allow and facilitate rapid and unimpeded
passage of humanitarian relief for civilians in need.” (ICRC, 2005, Rule 55). There are thus obligations to respect
and protect humanitarian relief personnel for reasons beyond their “mere” status as civilians. We argue that
establishing appropriate linkages between AI ISR systems and humanitarian organizations can enable all parties
to a conflict to better satisfy these (and other) IHL obligations, particularly to respect and protect humanitarian
relief personnel as per Article 71 of Additional Protocol I to the Geneva Conventions. Humanitarian efforts can
also have significant impacts on the conflict itself, potentially contributing to the strategic success of military
campaigns. For example, the August 2022 US DoD Civilian Harm Mitigation and Response Action Plan
(hereafter Action Plan) states:

Protecting civilians from harm in connection with military operations is not only a moral imperative, it is also
critical to achieving long-term success on the battlefield. [emphasis added] (DoD, 2022b, p. 1).

Despite the multiple reasons for parties to conflict to adhere to their IHL obligations, they also face many
challenges in efforts to live up to those obligations. AI ISR systems arguably have the potential to improve
relevant situational awareness, and thereby enable parties to better honor these critical moral commitments. In
the next section, we examine ways that AI ISR could improve target deconfliction processes and humanitarian

9Universität St Gallen, School of Economics and Political Science, St. Gallen, Switzerland
10University of California, San Diego, USA; Halicioǧlu Data Science Institute & Department of Philosophy, La Jolla, CA

8Thanks to Shawn Sippin for helpful feedback on an earlier version of this paper. DT was partially supported by the Swiss
Drones and Robotics Centre. The views in this paper are solely those of the authors and do not represent the position of any
other group or agency.
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notification systems. Section three discusses our proposal in more detail. We then conclude by noting some
objections and obligations for deconfliction processes.

The need for an interface

Essentially all modern militaries have processes and systems in place to reduce civilian casualties. For example,
DoD Joint Publication 3-60 codifies the use of no-strike and restricted target lists (Joint Chiefs of Staff, 2013) in
the DoD’s targeting deconfliction process that determines which potential targets are legitimate. Concerns about
the accuracy and robustness of this process underlie much of the criticism of DoD’s record of civilian harm, with
documents pointing to careless targeting or (evidence of) strikes that potentially violate the laws of armed conflict
(Yager, 2022). The 2022 DoD Action Plan aims to enhance such processes and systems, including direct calls for
“improved knowledge of the civilian environment and civilian harm mitigation capabilities and processes
throughout the joint targeting process” (DoD, 2022b, p. 12). The Action Plan acknowledges not only the moral
imperative to mitigate civilian harm (including protection of humanitarian relief personnel) but also the strategic
benefits of doing so. We suggest that AI ISR could improve the inputs to the deconfliction process as well as the
process itself, but we must first provide more details about the current state of deconfliction.

One source of information that currently feeds military no-strike databases is a collection of ad-hoc humanitarian
notification systems, often also referred to as humanitarian deconfliction mechanisms. These systems provide
location information about humanitarian operations to military actors, but they vary from conflict to conflict and
are notoriously unreliable for both the humanitarian organizations that voluntarily provide information and the
military entities that receive the information (Lewis, 2022; Ulbricht & Weiner, 2021). At the time of writing, such
systems have been or are actively being used in multiple conflicts including Ukraine (OCHA, 2022), Lebanon
(OCHA, 2006), Syria (OCHA, 2018), and Yemen (OCHA, 2021).11

In all existing humanitarian notification/deconfliction systems, humanitarian relief actors voluntarily report data
about their operations. These reports are typically made through email to some central data collection and
sharing entity. For example, the UN Office for the Coordination of Humanitarian Affairs (OCHA) has operated
what they label a “humanitarian deconfliction mechanism” in Syria since 2014 that shares information with parties
to the conflict about static humanitarian locations and humanitarian missions involving movement (OCHA, 2018).
Humanitarian organizations voluntarily participate by emailing a completed template to OCHA, which then
transmits the exact information received, without attempts to verify or validate the information, to parties to the
conflict. The submitted data are often riddled with errors, which lends credibility to claims that the mechanism
cannot be trusted and is vulnerable to misuse (Hill & Hurst, 2019).

Even if OCHA’s humanitarian deconfliction mechanism for Syria functions properly as an information
dissemination mechanism, the parties to conflict must use that information appropriately in subsequent targeting
decisions. In particular, data about participating humanitarian organizations should ideally also be used to ensure
that positive identification of military targets actually occurs, particularly since human air strike teams “have
misidentified civilians as legitimate targets in case after case after case” (Yager, 2022). To this end, there are
multiple opportunities to leverage AI ISR systems to improve awareness of humanitarian relief activities. First, for
humanitarian organizations, these technologies could enable a reliable and transparent method of submitting
data that can reduce potential sources of error, thereby undercutting a commonly stated reason for parties to
conflict to disregard these notifications. Second, if parties to conflict incorporate humanitarian notification data
into their AI ISR systems, then they will likely have improved battlespace awareness (assuming the data can be
trusted; see the previous sentence). Third, more effective methods of communicating, vetting, and validating data
about humanitarian activities though AI ISR systems will allow greater accountability so that humanitarian
organizations and the global community as a whole can better identify bad actors and hold them responsible for
their actions. Fourth, and most directly, IHL obligates parties to conflict to implement feasible civilian risk
mitigation measures, and these systems arguably provide such an opportunity.

11 All four of the systems cited are operated by UN OCHA, but there is substantial between-system variation.
Little can be gleaned about the system operated in Ukraine, other than the fact that it exists. The system
operated in Lebanon in 2006 was specifically focused on notifications to Israeli Defense Forces related to World
Food Programme convoys. In contrast, a five-page document outlining the humanitarian deconfliction
mechanism used in Syria includes templates for Mission Movement and Static Location information submission,
open to all humanitarian organizations. The system operated in Yemen is designed to inform the Saudi-led
coalition of humanitarian operations and includes specific guidelines and information submission forms.
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Current efforts to improve humanitarian notification and our proposal

There are emerging efforts to improve the state of deconfliction processes, the humanitarian notification systems
that provide them with information, and overall civilian harm mitigation efforts. Specifically, modern militaries have
noted possible ways to leverage AI capabilities when they see their IHL obligations as both a moral and legal
imperative as well as a key to strategic success. For example, Actions 4.i., 4.l., and 4.n. of DoD’s Action Plan
specifically reference the need to enhance civilian harm mitigation efforts using technologies such as AI/ML
(DoD, 2022b, pp. 13-14). We suggest here that we can build on this foundation in ways that significantly amplify
such efforts.

Specifically, we propose that militaries should establish interfaces for humanitarian organizations into their AI ISR
systems. Such interfaces would create possibilities for AI-assisted verification and validation of humanitarian
personnel, objects, and activities that extend and improve on ad hoc methods such as emailing data. Currently,
human intelligence analysts must spend time analyzing data that is putatively submitted by a humanitarian
organization in order to decide if a particular entry in a no-strike database is legitimate. However, an AI ISR
system that receives location data from a humanitarian organization can vet the source of the data, whether
through military-supplied and -signed credentials to the humanitarian organization or zero-trust architectures
(Rose, et al., 2020) (or both).

Given confidence in the data source, the AI ISR can then automatically match the submitted location against
geospatial imagery and other data sources to validate the reported humanitarian activities. As a concrete
example, image recognition techniques applied to geospatial imagery could help to validate information about a
surgical hospital for war wounded set up by the ICRC, assuming it followed established marking standards. This
vetting and validation can occur at speeds and using information sources that far exceed those of human
intelligence analysts.

One key benefit of this proposal is precisely that AI ISR systems can incorporate many different types of data,
and so can provide additional confirmation and validation of assertions by humanitarian organizations. For
example, Open Source Intelligence (OSINT) AI systems can use web scraping to match publicly available,
geotagged images or videos of a humanitarian hospital with submitted data. Signals Intelligence (SIGINT) AI
systems can match the location of intercepted calls with the reported site of the humanitarian hospital. Human
Intelligence (HUMINT) reports can be analyzed by a natural language processing system for references to the
humanitarian hospital. And many other data sources can be used as relevant. Moreover, the humanitarian
organizations’ data would be provided directly (and presumably securely) to the military AI ISR system, thereby
creating possibilities for those organizations to provide data beyond simple text reports. All of these sources of
data can then be incorporated into an overall analysis that vets and validates submitted humanitarian data with
zero trust required.

Moreover, since the process would occur in a trusted manner, we suggest that the interface need not be
unidirectional. In particular, the AI ISR system can provide formal confirmation that data submitted by a
humanitarian organization has been vetted and validated, and is being incorporated into the overall assessment
(though the AI ISR might conclude that there are reasons to question the input data). Confirmation does not
guarantee the safety of humanitarian organizations, but does offer a modicum of transparency by acknowledging
that information has been submitted correctly and included in analyses.

Looking beyond situational awareness of parties to conflict, interfaces to AI ISR systems can also have second-
and third-order positive effects. First, the bidirectional nature of the interface could be used to inform
humanitarian actors about threats from unexploded ordnance. Second, an AI ISR interface for humanitarian
organizations offers the potential to establish patterns of IHL violations, which can be used to hold parties to
conflict accountable. Third, such an AI ISR interface would allow parties to conflict to leverage AI to rapidly vet
and validate submitted humanitarian information on a continuous basis in a way that existing email-based
humanitarian notification systems cannot match.

In summary, creating a two-way interface with AI ISR systems for humanitarian organizations not only will
improve the communication of quality data for deconfliction processes, but also will support impartial,
independent, and neutral humanitarian operations; create the possibility of accountability for targeting processes;
and provide a system that is flexible and fast enough to be appropriate for the dynamic nature of humanitarian
operations in conflict zones. Since this technological possibility exists, and since IHL mandates that humanitarian
organizations have unimpeded access to civilian populations, one could argue that parties to a conflict have a
legal obligation, not a “merely” ethical and moral one, to establish such an interface. Already, the ICRC highlights
the development of “environment scanning dashboards” that use AI and ML to assess humanitarian needs in
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conflict zones (ICRC, 2019). Allowing such dashboards access to broader datasets would allow the international
community to better live up to obligations to protect civilians under IHL.

Objections, obligations, and conclusions

We acknowledge that there are numerous reasons for both military actors and humanitarian organizations to
object to this proposal. Humanitarian organizations have pressing concerns about security, particularly data
security. Although all parties to conflict have an obligation to respect humanitarian operations, there are known
examples of nefarious actors who intentionally target humanitarian operations (Mauvais, 2020). All parties to
conflict, whether state or non-state actors, are aligned with a side or group, and so their stance is fundamentally
different to humanitarian operations, which are grounded in principles of humanity, neutrality, impartiality, and
independence. This fundamental difference means that interfaces to AI/ISR systems, and the subsequent uses of
those data, must be designed to accord with humanitarian principles, not military desires.

Militaries may object to providing any sort of interface to their AI ISR systems, as it could provide a novel attack
vector either directly or via data poisoning. However, we contend that humanitarian interfaces with military AI ISR
systems (or something functionally similar) are not merely desirable, but actually obligatory. IHL requires that
states respect and protect humanitarian relief workers, including ensuring their safety when legitimately
delivering humanitarian aid in a conflict zone. Many parties to conflicts are not fully honoring that obligation at
present, partly because of their inability to receive vetted and validated location (and other) data about
humanitarian efforts. Parties thus have a defeasible obligation to obtain more accurate and usable data, and an
interface to their AI ISR systems is a powerful means toward that end.

This position paper is a step toward identifying concrete opportunities for militaries and humanitarian
organizations to leverage existing AI technology to reduce human suffering in warfare. There will likely be
pushback from both humanitarian organizations who may be skeptical or not have the data/tech literacy, and also
militaries who may prefer a status quo that is simpler (and more cynically, that affords them deniability and
minimal accountability). We contend that there is a better way that leverages existing AI ISR systems to enhance
humanitarian organization safety. This better way would not only improve military awareness and understanding,
but also ensure that states better satisfy their obligations. If one has the ability to better understand a conflict
zone, and so make more ethical and effective decisions, then one has an obligation to humanity to act.
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Our vision and approach

Individuals and societies can greatly benefit from the use of data, AI and IT systems that are
accountable, explainable, fair, safe, inclusive, and trustworthy. But how can we bridge the gap between
abstract ethical discussions on these values and concrete digital innovations?

The TU Delft Digital Ethics Centre believes that it is crucial to translate ethical values in design requirements that
can be used by engineers, decision and policy makers and regulators. For two decades TU Delft has pioneered
a design approach to ethics of technology and we firmly believe that it is the way to achieve responsible digital
technologies both effectively and demonstrably.

As such, we work with engineers and external partners on the central and urgent applications of digital
technology and computer science. Those applied projects are supported by research on philosophical and
methodological foundations and on epistemic and moral values.

Theoretical research

The theoretical research of the Digital Ethics Centre is divided over three main themes:

1. Design for Values Methods

Digital technologies need to be designed and used responsibly, but how do we go about doing so? We believe
that it is crucial to actively design for a range of values. But what are values, how do we identify and specify
them, and how do we verify that a piece of technology embodies the relevant values? How do we deal with
changing or conflicting values as part of the design process? Research on Conceptual Engineering, Meta-ethics
and the Design for Values methodology helps to answer these questions underlying every applied project.

2. Moral Values

It is crucial to design digital technologies in line with moral values, to understand their societal implications and
research the changes in our understanding of moral values due to technologies. How should we construe and
realize values such as accountability, autonomy, democracy, fairness and privacy. We carry out philosophical
research on different conceptions of these core values: when exactly is an instance of a digital technology fair?
How should accountability be distributed when digital technologies are a central part of the decision making
process? How does technology change our notion of autonomy? Research on moral values helps to answer
questions that are central to designing responsible digital technologies.

3. Epistemic Values

Digital technologies provide us with large amounts of new information. How should we interact with this wealth of
information? When can we rely on these technologies and under which conditions do we acquire knowledge
while using them? How can we make them more transparent and explainable? What information do users need
to contest decisions based on automated systems? Research on epistemic values looks at the knowledge-
related questions that digital technologies give rise to. Our research helps to set standards on the information
that is provided to human users by digital technologies, but also tells us what information is needed to
responsibly use, evaluate or overrule digital technologies.

Applied Projects

The Digital Ethics Centre works with various organizations on research to operationalize digital ethics in practice.
Check our website for examples!

https://www.tudelft.nl/digital-ethics-centre
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